
Budapest University of Technology and Economics
Faculity of Electrical Engineering and Informatics

Domain specific language for describing
objective functions

Author Consultant
Daniel Vigovszky Gergely Patai

15th of May, 2009



Nyilatkozat

Alulírott Vigovszky Dániel, a Budapesti Műszaki és Gazdaságtudományi Egyetem hallga-
tója kijelentem, hogy ezt a diplomatervet meg nem engedett segítség nélkül, saját magam
készítettem, és a diplomatervben csak a megadott forrásokat használtam fel. Minden olyan
részt, melyet szó szerint, vagy azonos értelemben, de átfogalmazva más forrásból átvettem,
egyértelműen a forrás megadásával megjelöltem.

Declaration

I, the undersigned, hereby declare that this thesis is the product of solely my own efforts
except where otherwise indicated. Everything written in this document is the combination
of my knowledge of the domain and the resources mentioned in the list of references.

Kosd, 15th of May, 2009

Daniel Vigovszky



Abstract

Objective functions of geometric optimization problems primarily consist of mathematical
operations, but the implementations are written in a low-level language in most cases, to
meet performance requirements and to fit into existing systems. This practice leads to
objective function definitions which are not appropriately separated from the implementa-
tion details. Creating a domain specific language seems to be a plausible solution offering
several advantages such as syntax close to the corresponding mathematical notation and
automatic parallelization. In this work I will design a programming language suitable for
this task and implement a compiler for it. The results look promising and offer several
possibilities for future improvements.



Kivonat

Geometriai optimizációs feladatok célfüggvényei főképp matematikai műveletekből épülnek
fel, azonban legtöbbször alacsony szintű nyelven implementálják őket a megfelelő sebesség
elérése illetve meglévő rendszerekhez való illeszkedés igénye miatt. A célfüggvény definíci-
ója így nem különül el kellőképpen az implementációs részletektől. Egy domén-specifikus
nyelv megalkotása kézenfekvő megoldásnak tűnik és számos előnyt kínál, mint például a
matematikaihoz hasonló jelölés vagy a kiértékelés automatikus párhuzamosítása. Ebben
a munkában megtervezek egy erre alkalmas programozási nyelvet, és implementálok egy
működőképes fordítót. Az eredmény ígéretes, és számos továbbfejlesztési lehetőséget kínál.
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Introduction

Programming languages, compilers and frameworks have many orthogonal properties, and
choosing the best is not an easy task. There can be several important conditions that
are impossible to satisfy with a single general purpose tool. A complex application usu-
ally requires the use of a general purpose programming language because of the several
independent components and tasks the application must implement. The set of usable
languages is also narrowed by performance contraints and the need for interoperability.
A complex software system might have many well separable areas, each with separate re-
quirements. The usage of domain specific languages primarily tries to solve this problem.
The application itself is implemented using one or more general purpose languages, but
parts of it are described in a separate language designed specifically for the given problem
domain.

In this thesis we’ll summarize the history of domain specific languages, and collect some
advantages and disadvantages from related works. Afterwards, a special domain will be
chosen and a small language will be designed and implemented to improve the development
of algorithms for this particular domain. In this part we’ll first make a quick overview of
the domain itself, and how it is usually approached in the industry. Armed with this
knowledge, we’ll collect a few goals which should be achieved by designing, implementing
and applying a new domain specific language. The syntax and semantics of the language
will be defined and a compiler will be implemented that generates code of the original
implementation language.

At the end, we’ll see possible ways how this example could be extended to improve the
performance by utilizing multi-core CPUs or GPUs, and to improve the readability of the
algorithms in the example domain.
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Chapter 1

Domain specific languages

1.1 Terminology

Domain specific languages have a long history with a large number of publications. Aria
van Deursen, Paul Klint and Joost Visser have collected a list of publications in this area
[DKV00]. According to their paper, a possible definition for domain specific languages is:

Definition. A domain specific language (DSL) is a programming language or executable
specification language that offers, through appropriate notations and abstractions, expres-
sive power focused on, and usually restricted to, a particular problem domain.

The key of this definition is that the programming language is focused and restricted to a
particular problem domain. A special and popular category of DSLs is the set of domain
specific embedded languages (DSEL1). When the general purpose host language is powerful
enough, a special library can be implemented in the host language that acts like a separate,
domain specific language. Embedding the domain specific language has advantages as well
as disadvantages over DSLs implemented as a separate language. I’ll refer to some of these
issues in section 1.3.

In some cases DSLs are used to generate whole applications and not just as a tool to mix
general purpose languages and some domain specific knowledge. In this case the compilers
for these DSLs are sometimes called application generators [Cle88].

DSLs are also called little languages in some papers [Ben86, Sal98].

1.2 History

In this section we’ll go through various papers related to domain specific languages, in
chronological order. For each paper we will give a short overview, highlighting interesting

1Also called EDSL in some papers
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1.2. History 1. Domain specific languages

concepts related to DSLs. Although this list is quite loosely coupled, we will be able to
extract important advantages, disadvantages and implementation techniques from them in
the next sections.

According to our definition the first high level programming languages such as FORTRAN
and COBOL were also some kind of domain specific languages, although they all became
general purpose languages during their evolution. The FORTRAN project was started in
1954 to reduce the complexity of programs performing numeric calculations implemented
in low level machine code by creating an abstraction containing notation and semantics
familiar from mathematics [BBB+57, Ram87]. The COBOL language was designed to
solve business process and finance related problems.

In the mid-seventies M. Hammer set up a methodology to design usable programming
languages. His approach was based on limiting the domain of the language and argues
that languages should be designed for individual problem areas [Ham75].

The term “domain specific language” first appeared in scientific papers in the second half of
the ’70s. B.M. Leavenworth defined a domain specific language for describing data flow as
a structured sequence of transformations, and used it to prove correctness of the program
by proving the correctness of these transformations one by one [Lea77].

A book written by J.M. Neighbors in 1980 describes a prototype system called Draco for
constructing software using components. Draco enabled the user to guide the refinement
of a problem stated in a high-level, problem domain specific language into an efficient, low-
level executable program. The user could use high-level languages, with notation matching
the problem domain’s notation, to define new problems [Nei80].

In the ’80s Rand developed a strategic-level simulation software for military/political sim-
ulations. They have chosen a scripted model, where the simulator was implemented in C,
but for the rule-based decision models they’ve developed a new, domain specific language
called RAND-ABEL. There were several requirements for this language, most importantly
to be readable and modifiable by non-programmers, fast execution speed, easy extensibility
and early error detection [DCC88].

A. Ramsay wrote in his article about the possibility and the need of creating very high
level languages (VHL) on top of the existing high level languages (such as LISP, Prolog,
FORTRAN, COBOL, ADA, etc.). These languages should allow the user to give very
high level descriptions of a problem, close to the natural language. Although the article’s
primary goal was to solve AI related problems, the idea of translating a VHL to a high
level programming language instead of machine code can be used for any problem domain
[Ram87].

Tanya Wilden presented two formal methods in 1995 to develop domain specific languages
in the context of domain engineering. The two methods were Family-oriented Abstrac-
tion Specification and Translation (FAST) and Software Design Automation (SDA). These

6



1.2. History 1. Domain specific languages

methods define the process of analyzing and engineering a domain model, language defini-
tion, tool set, plans, and documentation. The thesis focuses on merging the capabilities of
a domain expert with a language designer to achieve a stronger result [Wid95].

P. Hudak called the domain specific languages the ultimate abstraction that captures ex-
actly the semantics of the application domain. He proposed the notion of embedded DSLs
and discusses the importance of several language features for host languages [Hud96].

A software engineering experiment in 1996 compared the technology of constructing pro-
gram generators from domain specific specification languages with an Ada template based
technology [KMB+96].

Still in 1996, L. Nakatani and others described the development of DSLs as jargons. These
DSLs consist of a common base language and domain-specific extensions (jargons). Pro-
gramming is reduced to writing actions which provide an application specific semantics
for the jargon expressions [NJ]. Later the jargons were introduced to the FAST domain
engineering methodology at Lucent Technologies, because until then the main bottleneck
of FAST was the necessary time and skill for creating the DSLs [NAOP99, Wid95].

Don Roberts and Ralph Johnson described the nine steps of the evolution of a framework,
where the framework finally becomes a domain specific language with visual builders [RJ].

In 1997 the SHIFT language was designed to provide a base for reusable simulation frame-
works. The SMART AHS framework was created as a set of SHIFT libraries to function
as a framework for simulating Automated Highways Systems (AHS). The language itself
was basically using control theory terminology, which allowed engineers to understand
and modify the simulation code directly. The language described interacting components,
states, discrete modes and transitions, differential and algebraic equations. The SHIFT
programs were translated directly to C by a separate compiler. The resulting C file also
had to be linked with a SHIFT run-time library. There were no special optimizations made
by the compiler, the only requirement was that behavior of the run-time had to comply
with the underlying mathematical model. The project was considered successful, as it sig-
nificantly reduced complexity of the simulator engine and also made the simulation code
available for engineers of the problem domain [AG97].

Promela++ is a domain specific language created as an extension of the Promela [HT91]
protocol validation language, allowing the automatic verification of protocol correctness.
The protocol specification language had to satisfy the following requirements:

• It must allow verification of protocol correctness

• It must allow efficient code generation from a modular specification

• It must have sufficient expressive power to make a specification task reasonably
straightforward for a typical protocol programmer

7



1.2. History 1. Domain specific languages

The Active Messages communication library was successfully implemented using the new
language. The performance seems to be close to the original hand-coded version, while
it allows the verification of the code by depth-first search of the state space, checking
about 2 million states for errors. The Promela++ code was translated to C generating the
protocol implementation, and to Promela to be able to verify it using the SPIN validator
[HT91, BHMvE97].

As part of a research at Oregon Graduate Institute and IRISA to improve operating system
maintainability and performance, they have published a paper discussing the idea of us-
ing microlanguages to describe application behavior. Their high-level microlanguages are
portable and restricted to a given application domain. A microcompiler compiles it to the
low level, system level microlanguage which provides explicit control over what the kernel
should do. These low level microlanguages are specific to a kernel implementation. The
paper shows an example to support optimization of file system performance by predicting
an application’s data needs, while the application itself remains independent of the kernel
implementation itself [PBC+97].

DiSTiL is a declarative domain specific language for describing container data structures.
It is intended to generate C++ classes that provide a stable, well designed interface for
container data structures [SB97].

Several DSL related frameworks appeared in ’90s, with different goals and solutions. CC
is a generic framework for constructing domain specific languages. It is an extensible lan-
guage that can be built on top of any constraint programming framework [FGS]. The
Khepera system is a toolkit for rapid implementation and maintenance of domain specific
languages. It is based on source-to-source transformations. The framework provides sup-
port for building an abstract syntax tree (AST), for applying transformation rules to the
AST, and to pretty-print the AST to the target language [FNP].

The software house CAP Volmac developed a domain specific language for the Dutch bank
MeesPierson, starting in 1992, to describe interest rate products. The bank had a very good
COBOL library for this purpose, but using it did not provide the right level of abstraction.
The RISLA language was designed with the specific goal to be readable for financial en-
gineers. The language was compiled to COBOL, using the already existing library. Later
they extended RISLA with the component concept, creating the modular RISLA language.
The modular RISLA was first compiled to flat RISLA, and then to COBOL. They’ve used
the ASD+SDF meta environment which takes a context-free grammar, context-sensitive
requirements, transformations or possible optimizations, operational semantics expressing
how to execute a program, and the translation to the desired target language, turning
these into a parser, type checker, optimizer, interpreter and compiler [DK97].

Mawl was a domain specific language for defining form-based services. It separates the
service logic from the user interface description, greatly simplifying the implementation
of both. The user interface description is device-independent and statically type-checked
[ABBC99].
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1.2. History 1. Domain specific languages

Ward described the concept of language oriented programming referring to a software de-
velopment method consisting of three phases. In the first phase a domain specific language
is designed that matches the application’s problem domain. In the second phase the appli-
cation is developed using the new language. It addresses problems of large-scale application
development such as complexity, conformity, and the ability to change [War94].

Recently many research projects used Haskell as a host language for implementing embed-
ded domain specific languages. P. Thiemann examined typing issues when implementing
DSELs for type-safe server-wide web-scripting. He introduced a collection of DSELs on top
of Haskell called WASH (Web Application Services in Haskell). Each language is available
in form of a Haskell library. These languages can be mixed according to the needs to im-
plement web applications. [Thi05]. J. Peterson described a framework for the construction
of robot controllers with a Haskell based library called Frob. Frob’s semantics is based
on functional reactive programming, and is implemented using monads [PH99]. Sheard,
Benaissa and Passalic also found the use of the monadic abstraction a powerful way for
implementing DSLs and reducing its costs [SBP99]. C. Elliott showed the possibility of
implementing an interactive 2D and 3D multimedia animation framework on top of Haskell
[Ell99, Ell03, Ell04].

Thibault, Marlet and Consel have chosen the domain of video drivers to study DSLs and
fully implemented a language and an abstract machine. Their approach provided highly
reusable driver code, and also reduced existing X server code by an average factor of nine.
The video driver is written as a GAL program, and converted by an interpreter to an
abstract machine program. To improve performance a C partial evaluator was used. The
results showed that the performance can be almost equal to the original hand-coded version
[TMC99].

Deursen provided a feature description language that represents and formalizes feature
diagrams coming from the FODA domain analysis methodology. The presented feature
diagram algebra is executable by the ASD+SDF meta environment and can be mapped to
UML diagrams [vDK01].

Haxthausen and Peleska presented a DSL for railway and tramway control systems. The
domain specific description for railway control systems contains several components with
different notation. The network specification is typically kept in a CAD system with the
symbols used by the engineers of railway or tramway domain. The description also contains
several tables describing signals, conflicts etc. The presented formalism allows the creation
of a framework for railway and tramway control systems which is capable of executing the
system description directly [HP02].

In 2004 Sergey Dmitriev from the company Jetbrains published the article Language Ori-
ented Programming: The Next Programming Paradigm, stating that the time for domain
specific languages has finally come [Dmi04]. The system described in this article has be-
come a product called Meta Programming System and is in beta phase at the time of
writing, its release is planned for 2009 [jet].
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1.3. ADVANTAGES AND DISADVANTAGES 1. Domain specific languages

J. Greenfield and K. Short from Microsoft presented the concept of Software Factories
in 2005. In this method a software schema is a graph of viewpoints defined on a grid,
where the horizontal axis contains the frameworks and the vertical is the abstraction level.
Each viewpoint is supported by a DSL. Between the various models (and their DSLs)
transformations are defined. In fact, software factories is a combination of component and
model-driven development and product line principles [GSCK04]. A further step on this
road seems to be the Oslo project, which is currently in a beta phase [mic].

In 2005 Martin Fowler observed that software tool developer companies are starting to focus
on the old idea of language oriented programming, and trying to get developers’ attention
and acceptance by creating new tools and IDE support. He calls these frameworks Lan-
guage Workbenches. His examples are Intentional Software, Jetbrain’s Meta Programming
System and Microsoft’s Software Factories [Fow05].

Obsidian is a platform for experimenting with data-parallel algorithms by generating ef-
ficient GPU code from short and clean high-level descriptions. Obsidian is an embedded
domain specific language, which generates CUDA code.

1.3 Advantages and disadvantages

Many advantages and disadvantages can be collected regarding the use of domain specific
languages. Different approaches such as embedded or separate DSLs also have their own
advantages. First we’ll take a look at the general advantages of using DSLs.

1.3.1 Advantages of using DSLs

Introducing domain specific languages has several advantages. First of all, the complexity
of the code can be greatly reduced, and held on the minimum necessary level. Complexity
will be reduced simply because the DSL is designed for the problem domain and therefore
it is high level enough to filter out underlying glue code and syntactic overhead. This
complexity includes the fact that visualizing the states of the system may be difficult or
even impossible. These unverified states can lead to security holes or unforeseen side-effects
when modifying the system [War94].

Another big advantage is that the domain knowledge becomes much more available as the
engineers of the target field can be directly involved in the development and verification of
the domain specific code. While the software developers may have a great understanding
of the target domain’s abstractions and concepts, especially after a domain analysis has
been performed, deep knowledge of the area cannot be expected. Similarly, experts of
the domain may have some basic programming experience, but this is usually not some-
thing one should depend on. When using traditional methods, the domain knowledge must
be transferred and translated to the developers. This communication overhead increases
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1.3. Advantages and disadvantages 1. Domain specific languages

development time, introduces conceptual and implementation problems, and therefore in-
creases development costs. By using a domain specific language which is readable by the
domain experts the verification process immediately becomes more reliable. If the language
is close enough in notation and semantics to the domain, the engineers can be involved
directly in the development process as well [DK97].

The idea of writing DSL code directly by domain experts can be extended further to provide
an application which is extensible or programmable by end-users. An early example is
Draco [Nei80]. Widely used mathematical software such as Mathematica or MATLAB can
be also seen as examples for end-user programmable domain specific languages.

According to Boehm [Boe02], the maintenance cost M of a given application can be ex-
pressed as

M = F ∗ D ∗ ACT

where D is the initial development costs, F is a weight factor depending on the system, the
tools used and the team’s experience, and ACT is the Annual Change Traffic, which is the
amount of code change performed due to maintenance. Deursen and Klint observes that
when using a DSL, D significantly decreases, F may decrease as well, while ACT remains
the same. The main reason is that changes to the system on the DSL level are trivial to
make and the underlying complexity is not affected by these changes [DK97, War94].

The existence of a whole problem domain with individual domain engineers is not the
only case when domain specific languages can provide advantages over simple component
libraries. DSLs can also be used simply as a more advanced abstraction layer for parts of an
application, to improve readability and maintainability of the code. This can be especially
useful if the code most be built on existing libraries or architecture which cannot be changed
by the development team. In this case the DSLs can act as a wrapper that reduces the
complexity and verbosity of the underlying system [vD97].

Portability can also be an advantage of domain specific languages. The domain specific code
is expressed using the notation and concepts of the domain itself, and it does not depend on
the underlying architecture or target environment. Porting the system to another platform
is reduced to the task of porting the DSL compiler (or interpreter, or application generator
etc.) to the target platform, which should be less error prone than rewriting the whole
domain specific application logic. The compiler can be ported and tested separately, and
if its correctness is verified, the application logic will be guaranteed to behave the same
way as on the original platform [vD97, DK97].

Domain specific languages also allow advanced optimization techniques that a general
purpose compiler could not perform, because the optimization requires knowledge about
the domain itself. The optimization can take into account some domain specific features,
or automatic parallelization can be applied. This would be much harder or unfeasible to
implement using a general purpose language, because the involved source code patterns
would be too complex [MHS05]. As an example we can refer to [LCGK09], where a high-
level embedded array computation language is transformed to efficient GPU code.
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Many systems must conform to existing standards or complex human institutions and
systems. Proving the conformity can be easier if the related code is written in a domain
specific language readable for an auditor. Even achieving the conformity can be much
easier because the developers can focus on the domain itself and can directly map the rules
of the target domain to the application code [War94].

A DSL can provide more usable input for analysis and verification tools [MHS05]. It can
even be the primary purpose of the DSL, such as Promela [HT91].

1.3.2 Disadvantages of using DSLs

Although we have listed a large number of advantages of applying domain specific languages
in software products, some disadvantages are also obvious.

DSLs greatly reduce complexity shown towards the developer, but the code generated from
the high level specification can be more complex than an equivalent hand-coded version
would be. This can decrease performance and increase resource consumption, which may
be unacceptable in some cases, especially for embedded development. The experiment
described in [KMB+96] had serious problems with generating ADA code due to complexity,
both in the generator itself and in the underlying ADA compiler.

A new language doesn’t have any available manuals, tutorials, courses and experienced
people. Every necessary tool must be developed along with the language and the code
generator, such as editor support, integration to build environment, etc. Debugging sup-
port and tools for the new language can be also important to improve productivity, but
implementing them is not straightforward. Without debugging tools only the target code
can be inspected in the debugger, which is usually not very useful, since it is not designed
to be mapped to the original domain specific code. When an organization creates various
domain specific languages for different problems, the differences between the various lan-
guages can be problematic when similar features are designed with totally different syntax
or semantics by different language designers [DK97].

Creating a library instead of designing a new language and implementing the necessary
tools for it is often more cost efficient [MHS05]. A set of new programming frameworks ap-
peared recently which try to help implementing DSLs that can be well integrated in today’s
mainstream development environments and methodologies, such as the Jetbrains Meta Pro-
gramming System and the Microsoft Oslo project [jet, mic]. These tools, however, may not
provide the required flexibility for a special DSL, especially where domain-dependent op-
timization or special target languages are required. Embedded domain specific languages
are another possibility which require less effort but have their own trade-offs which will be
summarized in section 1.3.3.
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1.3.3 Embedded vs. separate DSLs

An embedded domain specific language is a language that has all the properties of domain
specific languages, but it is implemented over a host language using the host language’s
features, most likely as a library. This approach has several advantages over traditional
DSLs, but also has its own disadvantages. First of all, the costs of implementing a DSEL is
usually smaller than implementing a separate DSL. The main reason for this is that existing
architecture, language constructs and tools can be reused. The existing architecture means
that the DSEL developer doesn’t have to implement low level compiler code such as parsers
or code generators. Because the DSEL is implemented over a host language, the host
language’s constructs can be available to use from the domain specific code, therefore the
domain specific language to be designed is only a subset of the whole DSL that would
be necessary to implement if the separate approach has chosen. Finally, the existing tools
mean that there might be already existing editor, debugger, profiler etc. support which can
be used without modifications. In fact, DSL creation frameworks should be treated as a
third possibility, as they try to reduce the overhead needed for designing and implementing
separate DSLs, while eliminating the problems of DSELs.

The primary problem with DSELs is the notational compromises [Ell99]. The expressive
power of the host language limits the embedded language, so it cannot match the problem
domain perfectly. The current mainstream programming languages have no expressive
power to provide good support for embedded domain specific languages, which is probably
the primary reason why big software tool companies are turning their attention towards
DSL programming frameworks [jet, mic].

Performance problems can also occur when using DSELs, depending on the underlying
language. It is possible that the difference between the host language and the desired
domain specific language is so large that defining the domain specific constructs introduces
a huge amount of extra layer and overhead.

The domain knowledge and related analysis is equally required in both cases.

1.4 Implementing DSLs

1.4.1 Implementing embedded DSLs

As we already stated in the previous section, DSELs highly depend on the underlying
language’s features. There are several language features which can help implementing a
DSEL. First of all, it is important that the host language must have the same semantics
for simple operators as in the problem domain, or it must be modifiable, for example by
operator overloading.

In Haskell, monads provide a great foundation for implementing DSLs, allowing the library
writer to hide executional details behind the monadic interface. This approach was used in
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the development of the Frob robot-controller DSEL by Peterson. The user of the monad-
based DSL only sees sequencing and the return operator, and doesn’t have to know about
monads at all. The monadic internals remain hidden while the implementation can be
complex and can be changed without breaking the domain specific code [PH99].

Okasaki presents techniques to embed postfix languages in Haskell such as Forth, given
that Haskell only supports prefix and infix syntax [Oka02].

The Scala language has many interesting features that helps the development of embedded
DSLs [OSV08].:

• Method names can contain not only alphanumeric characters but other symbols as
well

• There are a number of syntactic tricks allowing the programmer to apply methods
so they look like infix operators between two values.

• Implicit conversion can be defined, which means that existing types or values can be
used directly in domain-specific calls, and the type system guarantees that they will
be converted to the appropriate wrapper object.

• When a function value is passed as parameter, the syntax allows to specify it as a
simple code block following the function call. Using this feature, simple higher order
functions can look like the same as predefined language constructs in other languages.

• Implicit parameters are automatically assigned from the context, which can make
function calls much readable, removing the unnecessary redundancy caused by having
to pass the same values in each call.

By correctly using these features of the Scala programming language, a very high abstrac-
tion level can be achieved for embedded DSLs. There are several examples for this. The
book “Programming in Scala” ([OSV08]) contains an example which is a DSEL for defining
and simulating digital circuits. The unit testing framework called specs is another great
example for implementing DSLs in Scala [scab]. Roman Roelofsen presented a scala DSL
for the OSGi framework [scaa]. The Apache Camel framework implements the Enterprise
Integration Patterns on Java, and it provides a declarative java DSL to configure routing
and mediation rules. The framework has a Scala based DSL as well, which has been built
on top of the Java API and has more convenient syntax, built on the syntax sugar provided
by Scala [apa].

Common Lisp can also be a good host language for implementing embedded DSLs, and the
main reason for this is its powerful macro capability. The book “Practical Common Lisp”
contains several examples for CLISP based DSELs, such as an HTML generator framework
[Sei05]. Creating DSLs is in fact the preferred way of creating LISP applications, by
creating higher and higher abstraction levels using macros.
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Metaprogramming as a tool for creating domain specific languages is not bound to LISP.
Seefried, Chakravarty and Keller presented the benefits and drawbacks of using Template
Haskell in the implementation of a DSEL [SCK04].

1.4.2 Implementing separate compilers

Implementing a separate compiler for a DSL requires the same considerations and efforts
as implementing a general purpose language from scratch, except that the language is often
more simple, and the code generator’s target language can often be a higher level language,
not machine code or some machine-independent object code.

The following overview is based on [ASU86] and [CT04].

A compiler is a program that reads a program written in a source language and translates
it to an equivalent program in a target language. The compilation can be divided into
two parts: analysis and synthesis. The analysis part breaks up the source program into
constituent pieces and creates an intermediate representation. The synthesis uses this
representation to generate the target program. For internal representation often a syntax
tree is used, where each node represents an operation and children of the node represent the
arguments of the operation. The analysis of the source program consists of three phases:

1. In linear analysis the stream of characters is grouped into tokens, which are the low
level elements of the language’s syntax. Usually called lexical analysis or scanning.

2. In the hierarchical analysis the tokens are grouped hierarchically into nested collec-
tions with collective meaning. Usually called parsing or syntax analysis.

3. The semantic analysis checks if the analyzed program is meaningful and the syntac-
tical components fit together.

There are various tools for writing scanners and parsers, which can be considered as domain
specific languages for defining these phases close to the syntax definition, and they are
generating code that performs the lexical and hierarchical analysis of a source program.

The compiler must improve the source code in some ways while preserving the meaning of
the original program.

Lexical analysis

There are several reasons for splitting the analysis into lexical analysis and parsing and
treating the lexical analysis as the first phase of the compilation. The most important is
that the separation can greatly reduce the complexity of either the parser or the lexer, or
both. It can also lead to a cleaner overall language design. The compiler efficiency can
also be improved by the separation, as specialized buffering techniques for reading input
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characters and processing tokens can significantly speed up the compiler. Finally, compiler
portability is enhanced because the handling of platform-specific symbols or non-standard
characters is restricted to the lexical analysis phase.

The tokens are terminal symbols in the source language’s grammar. A pattern is a rule
describing the set of lexemes that can represent a particular token. Regular expressions
are often used to specify patterns.

Syntax analysis

Programming languages have rules that define the structure of well-formed programs. The
syntax is usually defined using BNF (Backus-Naur Form) notation. The BNF notation
was created by J. Backus for defining the syntax of the ALGOL language [Bac59]. Using
grammars has significant advantages to both language designers and compiler writers:

• The grammar is a precise, easy-to-understand specification

• Efficient parsers can be often automatically generated

• The grammar imparts structure for the tools working on the language

• Extending the language is easier

The syntax analysis produces a syntax tree, which can be the input of the type checking
phase, and finally forms the basic input for the synthesis producing the program in the
target language.

1.4.3 Using frameworks

Several DSL and compiler generator frameworks were created to simplify the process of
creating custom domain specific languages without the need to develop a whole compiler
architecture from scratch.

Microsoft’s Oslo is an upcoming modeling platform. The platform relies on the language
M, which is a textual modeling language, and Quadrant, which is a visual modeling tool.
The M language is a general purpose language which helps working with data and building
domain models. M is a declarative language describing how the data is structured and
queried in a textual syntax which is convenient to both author and reader. The visual
design tool enables developers to design business processes with a flowchart-like graphical
notation [mic].

A Java based framework from Jetbrains called Meta Programming System (MPS) is im-
plementing the language oriented programming paradigm (LOP). The framework allows
creating new languages by defining code editing rules and rendering rules. The code is
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always represented by an abstract syntax tree, while the MPS also offers efficient way to
write code in a text-like manner. On-the-fly code verification is also easy to include. Gen-
erators can be developed for these new languages which transform the code to a target
language. The framework is currently biased towards generating Java code, but it is not
restricted to. Not only the target language can be Java, but Java code can be also embed-
ded into the domain specific code. The environment is capable of not only creating new
languages but also configuring a whole IDE for these languages, which can greatly reduce
the costs of applying domain specific languages [jet].

The Khepera system is another toolkit for implementing and maintaining domain specific
languages. In Khepera a DSL consists of three phases. The parser phase produces an
AST, which then becomes transformed by tree-based analysis and manipulation, finally
the output source is generated using pretty-printing technologies. The system provides
low-level support for all these operations. The lexer and parser can be implemented with
any parser framework, and must build the syntax tree using Khepera’s AST construction
routines. The AST can be pretty-printed to the target language, where the pretty printer
is defined so for each node a print description is available, using a “printf-like” syntax to
define how the node must be printed. Multiple definitions for multiple target languages
are supported. The transformation of the AST is specified in a domain specific language
which allows the programmer to specify rules with tree-pattern matching and replacement
[FNP].

The InfoWiz framework is based on creating jargons on top of a common base language
WizTalk. These jargons are evolved to an appropriate level of abstraction for a particular
domain. The host language is a general purpose language called Fit. An interpreter is
implemented in this host language, that reads a jargon document and a set of actions
written in the host language. These actions define the semantics of the jargon. Because of
the common base language the jargons can be combined as well. Designing a jargon doesn’t
require a programming language expert. The syntax is given, as well as the interpreter. The
work to do is to model the problem domain and design the language itself that represents
this model. Finally the application semantics must be defined as actions [NJ].

The cc programming framework (CCP) is a model of concurrent computation, where mul-
tiple agents work together to produce constraints on shared variables. The framework can
be used as a basis for domain specific languages. The Component Description Framework
is a DSL for modeling electro-mechanical machines for simulation, productivity analysis
and scheduling. The language is constructed on top of CCP, which made constraint pro-
gramming algorithms and expertise readily available. The CCP is also extensible to other
domains. An extended language still has the advantages of CCP, such as parametricity
over constraint systems, declarative behavior, available reasoning tools, etc. The Esterel
language was created as a combination of real-time and non-monotonicity extensions to
CCP. The main advantage was the known denotational semantics that allowed the reuse
of reasoning tools build for cc [FGS].
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Chapter 2

The example domain

2.1 Quick overview of GD&T and fitting

The problem domain I have chosen for experimenting with domain specific languages is
called geometric dimensioning and tolerancing, or GD&T. The most important two stan-
dards describing the GD&T symbols and rules are ASME Y14.5M-1994 Dimensioning
and Tolerancing [ASM] and ISO 1101:2005 Geometric Product Specifications (GPS) [ISO].
GD&T is used to specify dimensions of nominal geometry and tolerances of form, loca-
tion and orientation of various features of a part. Correct specification and verification
of GD&T can guarantee that a part can be assembled and function as it was designed.
This method is successfully used in automotive, aerospace, electronic and commercial de-
sign and manufacturing industries. The standard has concepts that are strongly related
to manufacturing processes and real part verification routines which simplify the design of
functional checks. The standard establishes uniform practices for stating and interpreting
dimensioning, tolerancing and related requirements for use on engineering drawings and in
related documents.

Dimensioning is considered an activity that, starting from the evaluation of the actual
“function” and “relationship” of part features, allows a clear, concise and unequivocal de-
scription of such items [CCMW01].

GD&T can be equally used in 2D and 3D context as well.

2.1.1 Definitions

The standard defines the following geometric characteristics:

Angularity, parallelism and perpendicularity These tolerances control the orienta-
tion of features to the datum reference frame.

Circularity is a surface condition, notably:
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• for a sphere all points of the surface intersected by any plane passing through
a common center must be equidistant from that center;

• for other feature types all points of the surface intersected by any plane perpen-
dicular to an axis must be equidistant from that center.

A circularity tolerance specifies a tolerance zone bounded by two concentric circles
within each circular element of the surface must lie, and it applies independently at
any plane described in the above two points.

Cylindricity tolerance specifies the tolerance zone bounded by two concentric cylinders
within which the surface must lie. The tolerance applies to the entire surface of the
feature.

Flatness tolerance specifies the tolerance zone defined by two parallel planes within which
the surface must lie.

Position is one of the most important tolerances, constraining both position and orienta-
tion of features. A positional tolerance defines a zone within which the center, axis
or center plane of a feature of size is permitted to vary from a true position.

Profile tolerance specifies an uniform boundary along the true profile within which the
elements of the surface must lie. The tolerance zone can be asymmetric, and can be
applied to any feature including freeform surfaces or curves. The boundaries of the
tolerance zone follow the geometric shape of the feature.

Runout tolerance controls the functional relationship of one or more features of a part to
a datum axis. Each considered feature must be within its runout tolerance when the
part is rotated around the datum axis. It has two types, circular runout and total
runout.

Straightness tolerance specifies the tolerance zone within which the considered feature
or derived median line must lie. It is applied in the view where the elements to
be controlled are represented by a straight line. It can be applied to line, axis of a
cylinder or cone, cross sections of a plane, etc.

2.2 Existing practice

Engineers use the appropriate standards to specify dimensioning and tolerancing of parts
on the CAD drawings. Although the standards and the theoretical background have existed
for a long time, programs that implement all the capabilities defined in the standards only
recently appeared.

The manufactured part can be measured with different kind of measurement systems such
as coordinate measuring machines (CMM) working with mechanical, optical or laser sen-
sors, laser scanners etc. The output of these measurements is usually a set of three di-
mensional measured points, measured in the part’s coordinate system set up during the
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alignment. These points are then evaluated using the measurement software or a separate
evaluation package. Additionally to the measured points often the original CAD model of
the part is also available for the software, which is a must for computing profile tolerances
over freeform surfaces, as the tolerance zone which follows the geometry shape is defined
in the model.

The computations can have different goals. A manufacturing engineer can use analytic
software to detect flaws and try to find solutions. The quality management is usually only
interested in whether the part has passed or failed the requirements.

Libraries exist for geometric fitting, reverse engineering the model from the points, evalu-
ating GD&T tolerances and more special computations. These are usually vendor-specific
and have no common interface. As the calculations can be slow, these libraries are usu-
ally implemented in low-level languages such as C, C++ or FORTRAN. Common practice
is that the computation framework has a general purpose optimization algorithm, which
can work with several objective functions searching for their minimal value. The variables
of these objective functions are usually defining a reference frame, and the minimization
algorithm is informed about the allowed degree of freedom. The measured points are the
part of the input for these optimization problems, and the output can be the maximum
error, the deviation from the theoretical geometry, the transformation itself which must be
applied to the measured points to be fitted to the CAD model etc. Although these frame-
works are usually proprietary, they can be built on well tested public algorithms such as
the Numerical Recipes in FORTRAN [Pre92].

2.3 Problems to solve

I will take a simplified version of a proprietary GD&T framework as an example to show its
problems and how they can be solved using domain specific languages. This optimization
and GD&T computation library will be called the target framework in this thesis.

Our target framework is implemented in C++. It has a generic minimization engine that
can minimize any objective function represented by a class derived from an abstract base
class called CObjectiveFunction:

class CObjectiveFunction
{

public :
CObject iveFunction ( ) {}
virtual ~CObject iveFunction ( ) {}

virtual double eva luate ( const double ∗ s o l u t i o n ) const = 0 ;
virtual void usefulDOFs ( long &nbdim ,

FitTypeVector & type ) = 0 ;
} ;
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There are two abstract methods that every objective function must implement. The first
one is the objective function itself, gets an array of double variables called the solution
vector, and must return a double value which will be minimized. The dimension of the
solution vector is determined by the second method, which not only outputs the dimension
but for each element it also specifies whether it is a rotational or translational variable. For
some tolerance types and other kind of computations this is constant, but other tolerance
types such as profile or position tolerances having a datum reference frame which can be
only partially specified it can depend on the input of the calculation.

To help implementing the algorithms the framework defines classes for simple geometric
shapes. Most important are the CPoint, CVector and CUnitVector classes which represent
a 3D point, 3D vector, and a 3D vector with unit length, respectively. Other classes exist
for working with lines and planes. Some of the vector operations such as addition and
multiplication with a scalar are implemented using C++ operator overloading, others are
simple methods of these classes.

The measured points are usually passed to the objective functions as a vector of CPoint
objects, using the standard C++ STL vector<> class.

The whole framework is single threaded and it doesn’t make use of any special hardware
capability.

We want to make improvements in two different areas:

1. We want to be able to define objective functions in a much more readable way.
Example of the framework’s original readability will be shown in the next section.

2. We want to be able to abstract the hardware from the optimization problem in a
way that automatic parallelization on multi-core CPUs or transferring the problem
to a GPU (which seems to be a reasonable choice for these kinds of problems) could
be done without modifying the objective function’s mathematical definition at all.

2.4 The “flatness” example

For the rest of the thesis we will work with one concrete GD&T example which is simple
enough to fit here, but allows the demonstration of my approach. This example is the
flatness computation, which has to find two parallel planes so that all the measured points
are within these planes and the distance of the two planes are minimal. This distance is
directly comparable with the flatness tolerance value which is defined in the standard.

The algorithm has two inputs:

• The measured points, given as a vector of CPoint objects
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• A “guessed” normal vector of the plane, which can be calculated for example using
least-squares plane fitting before calling the flatness algorithm itself. How the guess
vector is found is out of the scope of this document.

To improve performance the original code calculates at the beginning (in the constructor
of the objective function) two perpendicular vectors to this guess vector, and stores the
results. Therefore, these three vectors, which are usually referred to as the first, second
and third moment, can be treated as an input of the algorithm beside the set of points.

The degree of freedom for this algorithm is always 2, and the two variables are representing
rotations. Thus the implementation of the usefulDOFs function is the following:

void CFlatnessObject iveFunct ion : : usefulDOFs ( long &nbdim ,
FitTypeVector & type )

{
nbdim = 2 ;
type . c l e a r ( ) ;
type . push_back ( Rotate ) ;
type . push_back ( Rotate ) ;

}

The evaluation code itself is more verbose:

double CFlatnessObject iveFunct ion : : eva luate
( const double∗ s o l u t i o n ) const

{
CVector xvec = m_firstmoment + m_thirdmoment ∗ s o l u t i o n [ 0 ] ;
CVector yvec = m_secondmoment+ m_thirdmoment ∗ s o l u t i o n [ 1 ] ;

CUnitVector plnNormal = xvec . c r o s s ( yvec ) ;
i f ( ! plnNormal . i s V a l i d ( ) )
{

return ( INFINITE ) ;
}
double maxPosDist = −INFINITE ;
double maxNegDist = INFINITE ;

for ( s i ze_t i i = 0 ; i i < m_pts . s i z e ( ) ; i i++ )
{

double d i s t = m_pts [ i i ] . X( ) ∗ plnNormal . I ( ) +
m_pts [ i i ] . Y( ) ∗ plnNormal . J ( ) +
m_pts [ i i ] . Z ( ) ∗ plnNormal .K( ) ;

i f ( d i s t > maxPosDist )
{
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maxPosDist = d i s t ;
}
i f ( d i s t < maxNegDist )
{

maxNegDist = d i s t ;
}

}

return ( maxPosDist − maxNegDist ) ;
}

It first computes a plane normal using the coordinate system represented by the three input
vectors and the two free variables set by the minimization algorithm. Then it calculates
every point’s distance from this plane, and finally returns the total signed deviation range
of them. This is the value which will be minimized by the framework.

There is one more method in the objective function’s class definition which returns the
result mid-plane for a given solution vector. This method is called after the minimization
has run to get the final results in a meaningful form.

Although this example code is relatively simple and easy to read, it can be seen that the
vector operations are quite verbose, and can become totally unreadable for more complex
calculations.

The bigger problem is that if we would like to introduce parallelization to speed up the loop
that goes through all the measured points it would become fragmented and would be hard
to match with the mathematical definition of this algorithm which is much more concise.
As the number of measured points can be very large when the source of the points is a laser
scanner for example, I believe that parallelization using multi-core CPUs or even GPUs
would be essential to improve the quality of the GD&T framework. It would be great if
the algorithm itself can stay clean and concise while the execution can take advantage of
modern hardware.

In the next chapter we’ll design a DSL based solution which will have several advantages
over a more direct optimization approach.
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Chapter 3

The design of OFL

3.1 Goals

My goal is to design and implement a domain specific language for defining the objective
functions of various optimization problems related to GD&T, by maintaining the following
properties:

• the DSL must have a notation as close to the mathematical notation as possible;

• the execution performance of the objective functions must be as high as possible;

• the generated objective function must be integrated into existing optimization frame-
works, while the function definition itself must be as portable as possible;

• because of the possible large amount of input points, the generated code must directly
use the target framework’s representation instead of copying and converting the whole
input data;

• automatic parallelization should be applied for parts of the objective function, with-
out explicitly indicating it in the domain-specific code. The objective function def-
initions must be totally independent of the parallelization scheme, which should be
able to use advanced techniques such as passing computations to a GPU.

3.2 Decisions

Before designing a DSL a few global decisions have to be made.

Although creating an embedded DSL would have many advantages as we’ve seen before,
and a language such as Haskell or Scala could be powerful enough that we can stay close to
the desired notation and abstraction level, the goal that we don’t want to copy input points
but reuse the existing target framework’s internal representation from the generated code

24



3.2. Decisions 3. The design of OFL

would be very hard to solve. Probably by creating a Haskell DSL and using Haskell’s foreign
function interface it would be achievable, but we would lose much on the complexity of the
mapping and porting the DSL to other target frameworks most likely would be too hard.
A possible and logical solution would be to implement a DSEL in the same language as the
optimization framework is implemented. The problem is that these frameworks are usually
implemented in low-level languages as we’ve already seen in chapter 2. Implementing
the DSL using C macros, C++ templates and operator overloading or similar techniques
would take too much notational compromise. Considering this I’ve decided to implement
a separate DSL instead of embedding it in a host language.

Using a DSL framework looks like a good idea because it simplifies development and allows
us to focus on the language itself. By looking closer at some of these frameworks, described
in section 1.4.3, it turns out that none of them seems to be appropriate for our goals.

• The Oslo framework is in beta phase, and it seems to be oriented towards business
process modeling and data queries. It generates code that relies on a large number of
frameworks designed to be a base for typical business systems. It doesn’t look like it
is designed to be used to implement a totally independent domain specific language
with custom code generators.

• The Khepera transformation system is promising, but the paper only has a small
example and it is hard to foresee whether its transformation language will be enough
to satisfy our needs or not. The parser must be implemented using an external tool
and Khepera’s tree building functions must be called during the parsing process.
This reduces the possibilities when choosing a parser framework.

• The InfoWiz framework doesn’t allow the use of a custom syntax, so our primary
goal to provide a notation close to the original mathematical notation cannot be
satisfied.

• The Meta Programming System looks very good and it also has great tool support,
but it is currently focused on the Java platform. For this reason we cannot use it for
integrating objective functions into existing frameworks usually implemented in C,
C++ or FORTRAN.

So the decision is to create a domain specific language from scratch. For this we have to
choose a language, tools and libraries which are well suited to the task.

The chosen language is Haskell. It is a powerful language with several features which will
help to implement the compiler in a concise way. It has algebraic data types and pattern
matching, both can be very useful for specifying the syntax tree and its transformations.
It is a pure functional language, which offers several benefits [Hug89]. It will allow us to
stay close to the formal definition of our new language. Haskell also has a wide community
and a large number of libraries, with several parsing frameworks, pretty printers, data
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structures and so on [LAA+]. It also has a powerful packaging and building framework
and several mature development tools [Jon05]. All these properties make Haskell an ideal
choice for implementing the compiler for our domain specific language. In the next section
I will provide an overview of the Haskell language which is necessary to understand the
implementation details of the application.

We’ll start the design and implementation of the OFL by taking the flatness example
introduced in section 2.4 and define it in a readable and more concise syntax. Our goal
is to define syntax and semantics of the language based on the “experimental”, hand-made
translation of the original C++ code to an imagined language, and then implement a
compiler which reads that code and outputs working C++ code. The first implementation
will generate simple, single threaded target code and we’ll focus on the correctness of the
compilation, testing whether the generated code produces the same result as the original
one or not. The implementation must be extensible in several ways. First, the flatness is
just the first example and the language which supports a full range of GD&T problems will
most likely require more language constructs or data types. What we want to achieve is
that the basic language developed by looking at just one problem will be a well established
basis for these extensions. The second extension point is to be able to generate parallel
code. This is one of the primary goals. Finally, the compiler must make it easy to port it
to another optimization framework, even if it means that the target language is not C++
anymore.

3.3 Haskell overview

As I will be using Haskell syntax in the semantics definition and in the implementation
part of this thesis, I include a quick overview of the language’s syntax and basic concepts,
based on [HF92].

3.3.1 Functions, values, types

Haskell is a purely functional, statically typed language. The computation is done via
the evaluation of expressions to values. Each value has an associated type. Functions are
“first-class” values of the language. A function can be given by a simple equation:

double x = 2 ∗ x

The :: operator is used to specify the left side’s type; it can be read as “has type”. For
example if the above function is used on integer values, the function’s type can be defined
as:

double :: Integer → Integer

The Haskell compiler can infer the type of most expressions, so defining a function’s type is
usually only done for documentation purposes. It is not necessary to define a function if it
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is only used once. The same function can be defined “anonymously” via lambda abstraction,
which is an expression having a function value:

double = λx → 2 ∗ x

The type system allows polymorphic types. If we define the identity function:

id x = x

and use it as id 5, the expression’s value becomes 5, so the id function seems to have type
Integer -> Integer. This is however not the case, as id "hello world" is also a valid
expression, with a string value. The id function is generic, as it can work on any type.
It’s real type signature is

id :: a → a

The a in the type means that it is a type parameter of the generic function, which can be
any Haskell type. The type system can also express constraints on the polymorphic types,
forcing it to be an instance of a type class. A type class defines a set of functions which
can be used for the given type. For example, the real type of the above defined double
function is

double :: (Num t) ⇒ t → t

This means that the function is generic, the result value has the same type as the input,
but the type must be an instance of the Num type class. This type class defines basic
numeric operators such as +, - and *, and some other functions. User defined types can be
defined as instances of type classes, and user defined type classes can be created as well.
The compiler infers this constraint by looking at the definition of the function, where we
are using the multiplication operator on the parameter.

Haskell has tuples, which are the Cartesian product of some other types. For example the
value (10, "hello world") is a pair and its type can be defined as (Integer, String).

Type synonyms can be introduced using the type keyword. The following example defines
a new name for the integer-string pairs we’ve seen before:

type IntStringPair = (Integer , String)

Haskell also has built-in support for lists. The type of a list containing elements of type a
can be written as [a]. List values can be written between brackets:

intlist :: [Integer ]
intlist = [1, 2, 3, 4, 5]

The empty list is [], and lists are represented recursively using the : data constructor,
as head : tail means a list where the first item is head and the following items are the
items of the tail list.
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3.3.2 User defined types

User defined types can be introduced using a data declaration. A simple example would
be a color type:

data Color = Red | Green | Blue | Black | White

Color is an enumerated type, as it consists of a finite number of nullary data constructors.
Data constructors can also have parameters, such as the following 3D vector type, which
has one data constructor with three parameters.

data Vector = Vec Double Double Double

Data types can also be polymorphic. Let us define a binary tree’s node type, which will
also be an example for recursive data types :

data TreeNode a = Node a (TreeNode a) (TreeNode a)
| Leaf

Using this type we can define a binary tree where each node can contain a value with type
a, and the sub-trees are terminated by Leaf nodes. The type TreeNode Integer is for
example the root of a binary tree where each node holds an integer.

It is possible to associate field names with the data constructor’s components, such as:

data Vector = Vec {vecx , vecy , vecz :: Double }

These field names can be used in two different ways. First they are selector functions, hav-
ing a type vecx :: Vector -> Double, extracting the components of our vector value.
Field labels can also be used to construct new values. If v is a vector value, then
v { vecy = 1.0 } is a vector value with the same x and z components as v, but with
a different y component.

These types are called algebraic data types.

3.3.3 Pattern matching

Data constructors can not only be used to create values, but also in pattern matching.
Patterns can be used in function definitions, and in case expressions. Using our TreeNode
example, the following recursive function uses pattern matching to traverse the tree and
sum its values:

treeSum Leaf = 0
treeSum (Node v left right) = (treeSum left) + v + (treeSum right)

These are simple, one-level patterns where the compiler chooses from the two function
definitions depending on whether the value is a node or a leaf. It also extracts the node’s
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parameters by giving them names. If the value itself is not important inside a pattern, the
_ wild-card can be used.

Lists can also be used in patterns:

listInfo [ ] = "empty list"
listInfo [a ] = "list with single item " ++ show a
listInfo [ , b ] = "list with two items, the second is " ++ show b
listInfo (a : lst) = "list with more than two items, first is " ++ show a

Although this function is not very useful it shows that patterns are checked in their defini-
tion order. The last case would match lists with one or two items as well, but these cases
are handled by the two other cases which were defined earlier.

The pattern guards extend pattern matching functionality by allowing further checks rep-
resented by a boolean guard, as in the following definition which returns a number’s sign:

sign x | x > 0 = 1
| x ≡ 0 = 0
| x < 0 = − 1

3.3.4 Modules

Haskell functions and type definitions can be grouped into modules. These modules have
a name and an export list. It is possible to export functions, data types, type synonyms,
etc. It is also possible to export a data type’s name and functions that are defined over
that data type, but without exposing the data type’s definition. These are called abstract
data types and provide a great way to raise the abstraction level.

A module can import other modules to its scope, using the import keyword. Several
possibilities exist to specify which functions are to be imported or skipped, the imported
functions can have a qualified name etc.

3.4 Syntax

3.4.1 Computing flatness in OFL

We are returning to the flatness example as our guide in designing the language. The design
process starts by writing down the example in a way that nicely fits the problem domain.
The following code is the full contents of the flatness objective function description, which
is included here to be able to show the language’s concepts one by one in the next section.
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Name: flatness
Author: Daniel Vigovszky
Version: 1.0

Description:
Calculates the flatness of a plane according to ASME
...

DOF:
Rotate (V1)
Rotate (V2)

Mapping:
firstMoment: vector from CUnitVector(m_firstmoment)
secondMoment: vector from CUnitVector(m_secondmoment)
thirdMoment: vector from CUnitVector(m_thirdmoment)
pts: vector list from PtVector(m_pts)

Functions:
fun findMinMax(V1: real, V2: real) : {vector, real, real} =

x = firstMoment + thirdMoment * V1
y = secondMoment + thirdMoment * V2

normal = normalize(x ‘cross‘ y)

if valid(normal)
forall pt in pts

let d = pt ‘dot‘ normal
find minimal d -> maxNeg
find maximal d -> maxPos

result := {normal, maxPos, maxNeg}
otherwise

result := {normal, -infty, infty}

Optimize (V1, V2):
{normal, maxPos, maxNeg} = findMinMax(V1, V2)

if valid(normal)
value := maxPos - maxNeg

otherwise
value := infty
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Result (resultPlane from V1, V2 ) : {vector, vector} =
{normal, maxPos, maxNeg} = findMinMax(V1, V2)

orig = normal * (maxPos + maxNeg) / 2

result := plane(orig, normal)

3.4.2 Metadata part

The top level entities in the description file contain blocks, which are divided into metadata
blocks, function definition blocks and mapping block. The first four blocks in the file are
simple metadata blocks, describing the name of the objective function, its author and
version, and gives a detailed description. The detailed description should have multiple
lines, and it can contain LATEX notation to enhance the quality of the documentation.

The last metadata block defines the degree of freedom which is very important for the
optimization algorithm. This metadata block is optional, because OFL only supports a
simple DOF-list definition, while for some calculations the degree of freedom can depend
on the input itself, which must be implemented manually in the target language. The text
inside the parenthesis is simply skipped, it works as a special type of comment making the
ability to put extra information about the listed DOFs.

3.4.3 Mapping part

The mapping is the only block in the objective function definition which is not portable,
because it defines the mapping between OFL types and the target language’s types by
connecting to real instances of the target system. This is necessary to keep the goal of
using the target framework’s data representation directly from the generated code.

The local names defined here are accessible from any function defined in the OFD file. The
definitions contain their OFL type name, the name of the target framework’s representation
and the mapping type chosen from a target-dependent list, used during the code generation
phase.

In the flatness example we’ll use three unit vectors which are already defined in the target
system, and the list of points which is represented in OFL as a vector list.

3.4.4 Function definitions

The functions block contains simple functions identified by a name, parameter list and
return type that can be used in other function definitions. The order of function definitions
is important, as in each function only the already defined functions are accessible. The
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example code contains only one function, which is the core of the flatness computation.
It is defined as a separate function to be able to use it from both the evaluation and the
result generation functions.

The first few lines define new names called x, y and normal, by applying functions and
operators on a mix of the function parameters and the previously defined mappings. These
names represent the given value and can be assigned only once. This means that these are
not variables just simple equations that define abbreviations for later use.

The most important part of this code is inside the conditional statement, called the forall
statement. This statement can perform calculations on lists which are common in the
problem domain. In this example we are calculating the minimum and maximum of a
value which is calculated for each measured point using a simple dot product operator.
This special syntax has two important goals. First of all it tries to simplify the most
complex part of objective function definitions by defining them in a compact, readable and
declarative way. The other goal of this is that the forall statement is simple enough to
allow automatic parallelization. With this addition it can be seen that this is the most
high-level and powerful element of our new language while it is the most domain specific
as well.

The sample function ends with a result assignment in both conditional cases, where the
assigned result is a constructed tuple.

The normalize and valid functions are defined in an OFD file called predefined.ofd, listed
in section F.2. The infty value, which represents infinity is an internal value, which is an
implementation detail and will be defined in the next chapter.

3.4.5 Formal syntax definition

The syntax is defined using BNF in the appendix, section F.1.

3.5 Denotational semantics

Using denotational semantics we can provide meaning to the language constructs in terms
of mathematical objects. The semantics definition is compositional, which means that the
denotation of a language construct is defined in terms of the denotations of its subphrases.
The structure parallels with the syntactic structure. This helps analyzing individual lan-
guage constructs in isolation from other syntactic elements. In denotational semantics
definitions the traditional notation uses special brackets J and K to separate the syntactic
world from the semantic world [SK95].

I have chosen another notation for defining the denotational semantics of OFL which is
closer to the implementation language’s syntax. I will define functions for each level of
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the syntax tree, providing the function’s type in Haskell notation, and a set of rules in the
following syntax:

function, conditions

denotation
(3.1)

The lower part of these rules can refer to other semantic functions and often also recurses
as it reduces a list of syntactic elements.

3.5.1 Semantics syntax and definitions

Symbol space

S: symbol space, its type is S :: [Map Name Symbol]. It is a stack of name-symbol maps,
where each item in the stack represents a scope of symbols.

Operations

• pushS = {} : S is a symbol space with an empty map pushed to the top of the stack.

• S[n] =
{

v|(k, v) ∈
⋃

s∈S , k = n
}

gets the symbol defined with the name n.

• topS = (S = t : S′) ⇒ t gets the top map from the stack.

• addS(k, v) = (S = t : S′) ⇒ (t ∪ (k, v)) : S′ adds a new name-symbol pair to the top
level map of the stack (the current scope).

• bindS(Pd, Pv) assigns each value from the list Pv to the matching element (by index)
of Pd, creating a list of (k, t, v) tuples. Then it replaces every (k, Unbound t) item in
topS to (k, Value (v, t)).

• S1 ∪ S2 = (S1 = t1 : S′, S2 = t2 : S′) ⇒ (t1 ∪
k

t2) : S′ the union of two symbol spaces,
where the two symbol space can only differ in their top-level map, and ∪

k
means union

based on the keys of the two maps. The two maps must be disjoint.

• t1
∗∩ t2 = {(k, v1) : (k1, v1) ∈ t1, (k2, v2) ∈ t2, k1 = k2 = k} is an intersection of two

symbol maps so that the intersection is based on the keys, and the value is coming
from the first map.

• t1 ∩∗ t2 = {(k, v2) : (k1, v1) ∈ t1, (k2, v2) ∈ t2, k1 = k2 = k} is an intersection of two
symbol maps so that the intersection is based on the keys, and the value is coming
from the second map.
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Metadata

M : metadata set, it is a set of the following possible elements:

• Name n where n is the name of the objective function

• Author a where a is the name of the author of the objective function

• Version v where v is the version of the objective function

• Description d where d is a detailed description of the objective function

• DOF dofs where dofs is the list of DOFs that the objective function has

• OptimizeFn n where n is the name of the optimize function in the symbol space

• ResultFn n where n is the name of a result function in the symbol space

3.5.2 Block semantics

The highest level entity of an OFL syntax tree is the block. The following rules define the
semantics of these entities, using the function

blocks :: [Block ] → SymbolSpace → Metadata
→ (SymbolSpace, Metadata)

The parameters of this function will be called B, S and M .

When the list parameter B is an empty list, the function simply returns its S and M
parameters:

blocks([], S, M)

(S, M)
(3.2)

This notation will be used for lower level entities as well in this document.

Pure metadata The following block types only extend the metadata:

blocks(b : B′, S, M), b ∈ {Name, Author, Version, Description, DOF}

blocks(B′, S, M ∪ {b})
(3.3)

Mapping block The mapping block adds the mapped symbols to the top level symbol
map, using the mappings rule which will be defined later, in the next section.

blocks((Mapping P) : B′, S, M)

(S′, M ′) = mappings(P, S, M)
blocks(B′, S′, M ′)

(3.4)
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Function definition blocks There are three different blocks for defining functions. The
first one can put multiple general purpose functions into the top level symbol map:

blocks((Functions F) : B′, S, M)

(S′, M ′) = funs(F, S, M)
blocks(B′, S′, M ′)

(3.5)

The Optimize block defines the objective function itself, which is added to the symbol
space and marked with a special metadata item:

blocks((Optimize(V, Fb)) : B′, S, M)

F = [fun(“Optimize”, [(v, R)|v ∈ V ], R, Fb)]
(S′, M ′) = funs(F, S, M)

blocks(B′, S′, M ′ ∪ {OptimizeFn “Optimize”})

(3.6)

The Result block defines a function that uses the optimization’s parameters as an input,
but its result can have any type. Defining more than one result function is allowed.

blocks((Result(n, V, r, Fb)) : B′, S, M)

F = [fun(n, [(v, R)|v ∈ V ], r, Fb)]
(S′, M ′) = funs(F, S, M)

blocks(B′, S′, M ′ ∪ {ResultFn n})

(3.7)

3.5.3 Mapping semantics

The following rule defines the mapping block’s inner semantics. It is defined using the
following function:

mappings :: [Mapping ] → SymbolSpace → Metadata
→ (SymbolSpace, Metadata)

Only one rule is necessary:

mappings((n, t, nt, tn) : P ′, S, M)

S′ = addS(n, Mapped (t, (nt, tt)))
mappings(P ′, S′, M)

(3.8)

Here P is the mapping list, S and M are the symbol space and the metadata. A mapping
p is decomposed to n (the name of the mapped symbol), t (type of the mapped symbol),
tt (type of the mapped symbol in the target system), and nt (name of the mapped symbol
in the target system).
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3.5.4 Function definition semantics

A function definition doesn’t resolve the function body, it just adds the function to the
symbol space. The function itself is resolved when the function is applied. The function
definition semantics for a list of function definitions is given using the following function:

funs :: [Function ] → SymbolSpace → Metadata
→ (SymbolSpace, Metadata)

funs((n, P, t, b) : F ′, S, M)

Sf0
= pushS

Sf =
{

addSf0
(np, Unbound tp) : ∀(np, tp) ∈ P

}

S′ = addS(n, Fun (P, t, Sf , b))
funs(F ′, S′, M)

(3.9)

where F is the function list, f is decomposed to n (the name of the function), P (the
parameters, a list of name-type pairs), t (the function’s result type) and b (the function’s
body). The parameters are added to a new level of symbols as unbound symbols. The
function application will bind these symbols so the function’s body can be resolved to a
single result expression.

3.5.5 Statement semantics

A function’s body is a list of statements. The semantics of these statements is defined with
the function

stms :: [Statement ] → SymbolSpace → Maybe Expression
→ (SymbolSpace, Maybe Value)

The Maybe Value type here means that a value v is either a value, or v = ∅. These rules
will define illegal operations as well, using the syntax error “message”.

The parameters of this function will be called S (the symbol space), r (the result value),
and C (the statement list).

The language currently has four different statements:

Assignment The default rule for single-variable assignments is:

stms((n = e) : C ′, S, r),
C ′ 6= ∅, S[n] = ∅

stms(C ′, addS(n, Value expr(e, S)), r)
(3.10)
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and for the tuple-syntax:

stms((< V >= e) : C ′, S, r),
C ′ 6= ∅, ∀v ∈ V : S[v] = ∅,

type(e, S) = Tuple T, T = V

< E >= expr(e, S)
∀v ∈ V, e ∈ E : Sv = addS(v, e)

stms(C ′,
⋃

v∈V Sv, r)

(3.11)

Here the type function is used to get an expression’s type. This will be defined in section
3.5.6. The union of symbol spaces was defined in section 3.5.1.

If a condition of the above two rules is false, it means an error. The following error-rules
define the different error cases without repeating the whole rules again:

• S[n] 6= ∅ or ∃v : S[v] 6= ∅ ⇒ error “Cannot override symbol”

• C ′ = ∅ ⇒ error “Cannot end with assignment”

• type(e, S) 6= Tuple T ⇒ error “Expression must be a tuple”

• T 6= V ⇒ error “Tuple arity mismatch”

Result assignment Result can be assigned only once in an execution path. This is
enforced in the following rule, which simply stores the result in the r parameter of the
function:

stms((n ⇐ e) : C ′, S, r),
r = ∅

stms(C ′, S, expr(e, S))
(3.12)

If statement We define the two possible execution paths of an if statement separately.
First, when the condition is true:

stms(If(eC , Ct, Cf ) : C ′, S, r),
type(ec, S) = B, expr(ec, S) = t

Sif = pushS

(St, rt) = stms(Ct, Sif , r)
(Sf , rf ) = stms(Cf , Sif , r)

Sc = topSt
∗∩ topSf

stms(C ′, {addS(k, v) : ∀(k, v) ∈ Sc} , rt)

(3.13)

When the condition is false, the rule becomes very similar:
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stms(If(eC , Ct, Cf ) : C ′, S, r),
type(ec, S) = B, expr(ec, S) = f

Sif = pushS

(St, rt) = stms(Ct, Sif , r)
(Sf , rf ) = stms(Cf , Sif , r)

Sc = topSt ∩∗ topSf

stms(C ′, {addS(k, v) : ∀(k, v) ∈ Sc} , rf )

(3.14)

The special intersection operators ∗∩ and ∩∗ were defined in section 3.5.1.

Note that in the above definitions in both cases the body of both execution paths are
evaluated with the stms function. This tells nothing about the execution of the if state-
ment. The stms functions are applied to get the final symbol space of both execution
paths, to be able to get their intersection. In the reduction stms(If(t, Ct, Cf ) : C ′, S, r) →
stms(C ′, {addS(k, v) : ∀(k, v) ∈ Sc} , rt) only the symbol values and result value of the true
execution paths are used. The intersections only mean that after the if statement ran, the
symbols that were defined in both paths will be visible for the next statements.

We define only one error case for the above two rules:

• type(ec, S) 6= B ⇒ error “Condition expression is not boolean”

Forall statement The forall statement is a special kind of assignment. Its semantics
are defined separately in section 3.5.7.

stms((Forall(p, P, F ) : C ′, S, r),
C ′ 6= ∅,

type(P, S) = [t]

Sf = forall(p, P, F, S)
stms(C ′, S ∪ Sf , r)

(3.15)

And we define the following error cases for the above rule:

• C ′ = ∅ ⇒ error “Cannot end with forall”

• type(P, S) 6= [t] ⇒ error “Forall must have a list input”

• type(p, S) 6= t ⇒ error “Type mismatch”

3.5.6 Expression semantics

The expression semantics is referred from higher level semantics definitions as a function:
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expr :: Expression → SymbolSpace → (Value, Type)

and we are using two other functions in our definitions based on expr :

type ′ :: Expression → SymbolSpace → Type
value ′ :: Expression → SymbolSpace → Value

This function will reduce an expression to a single value-type pair.

The following rules define the value and type of simple expressions:

expr(ConstInt i, S)

(i, Z)
(3.16)

expr(ConstReal r, S)

(r, R)
(3.17)

expr(ConstBool b, S)

(b, B)
(3.18)

(3.19)

and the tuple construction:

(expr(< e1, . . . , en >, S)

((value(e1, S), . . . , value(en, S)), type(e1, S) × · · · × type(en, S))
(3.20)

We have currently only one unary operator :

expr(−e, S)

(− expr(e, S), Tu)
(3.21)

and its type Tu is determined according to the following table:

Op :: Te → Tu Te Tu

− Z Z

R R

R
3

R
3
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There are several binary operators :

expr(e1 + e2, S)

(expr(e1, S) + expr(e2, S), Tb)
(3.22)

expr(e1 − e2, S)

(expr(e1, S) − expr(e2, S), Tb)
(3.23)

expr(e1 ∗ e2, S)

(expr(e1, S) ∗ expr(e2, S), Tb)
(3.24)

expr(e1/e2, S)

(expr(e1, S)/ expr(e2, S), Tb)
(3.25)

expr(e1
∧e2, S)

(expr(e1, S)expr(e2,S), Tb)
(3.26)

expr(e1‘cross‘e2, S)

(expr(e1, S) × expr(e2, S), Tb)
(3.27)

expr(e1‘dot‘e2, S)

(expr(e1, S) · expr(e2, S), Tb)
(3.28)

expr(e1 == e2)

(expr(e1, S) ≡ expr(e2, S), B)
(3.29)

expr(e1 > e2)

(expr(e1, S) > expr(e2, S), B)
(3.30)

expr(e1 < e2)

(expr(e1, S) < expr(e2, S), B)
(3.31)

expr(e1 >= e2)

(expr(e1, S) > expr(e2, S), B)
(3.32)

expr(e1 <= e2)

(expr(e1, S) 6 expr(e2, S), B)
(3.33)

with the following type rules:
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Op :: Te1
→ Te2

→ Tb Te1
Te2

Tb

+, − Z Z Z

R R R

Z R R

R Z R

R
3

R
3

R
3

∗ Z Z Z

R R R

Z R R

R Z R

R
3

R R
3

R
3

Z R
3

R R
3

R
3

Z R
3

R
3

/ Z Z R

R R R

Z R R

R Z R

R
3

R R
3

R
3

Z R
3

R R
3

R
3

Z R
3

R
3

∧
R R R

R Z R

Z R R

Z Z Z

‘dot‘ R
3

R
3

R

‘cross‘ R
3

R
3

R
3

And finally the function application expression, which is also used to access simple values
from the symbol space. This is the only expression whose reduction depends on the symbol
space, so it will be defined using conditions based on S.
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expr(ApplyFn (n, P ′), S), S[n] = ∅

error “Undefined symbol”
(3.34)

expr(ApplyFn (n, P ′), S), S[n] = Mapped (t, (nt, tt))

(target dependent, t)
(3.35)

expr(ApplyFn (n, P ′), S), S[n] = Unbound tp

(error “Unbound symbol” , tp)
(3.36)

expr(ApplyFn (n, P ′), S), S[n] = Value (v, t)

(v, t)
(3.37)

expr(ApplyFn (n, P ′), S), S[n] = Fun (P, t, Sf , b),
P = P ′

Pe = {value(p, S) : p ∈ P ′}
S′ = bindSf

(P, Pe),
(Sb, r) = stms(b, S′),

(r, t)

(3.38)

The stms function is defined in section 3.5.5, and the bind function is defined in section
3.5.1.

3.5.7 Forall semantics

The forall statement is a special assignment that takes a list and several parameters as
input, and produces a tuple, binding each item to a different symbol in the symbol space.
The function’s type that were used in higher level semantics definitions:

forall :: Name → Expression → [ForallStatement ] → SymbolSpace
→ SymbolSpace

Let’s call the parameters of this function p, P , F and S. Separate the forall-statements by
their type:

L = {f : ∀f ∈ F, f = L _ _} (3.39)

Fmin = {f : ∀f ∈ F, f = FindMinimal _ _ } (3.40)

Fmax = {f : ∀f ∈ F, f = FindMaximal _ _ } (3.41)

Then we can convert the input list given by the expression P to a list of symbol spaces
where each item is a symbol space that contains the environment of the forall statement
plus the value of one of the list’s items plus the result of every let statement for the current
list item:
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MP = [Spv : pv ∈ value(P, S), Spv = eval-lets(L, addS(n, Value (pv, t)))] (3.42)

where we used the function eval-lets that evaluates let-statements in order and stores their
results in the top level symbol map:

eval − lets :: [ForallStatement : Let ] → SymbolSpace
→ SymbolSpace

It supports single-value bindings and tuple syntax as well:

eval-lets((Let(n, e)) : L′, S), S[n] = ∅

eval-lets(L′, addS(n, Value expr(e, S)))
(3.43)

eval-lets((Let(V, e)) : L′, S),
∀v ∈ V : S[v] = ∅,

type(e, S) = Tuple T, T = V

< E >= expr(e, S)
∀v ∈ V, e ∈ E : Sv = addS(v, e)

eval-lets(L′,
⋃

v∈V Sv)

(3.44)

Using this MP list we can define the value of find minimal and find maximal statements
as:

R1 =
{

(n, (v, t)) : ∀f ∈ Fmin, f = FindMinimal (e, n), v = min
Sv∈MP

(value(e, Sv))
}

(3.45)

R2 =
{

(n, (v, t)) : ∀f ∈ Fmax, f = FindMaximal (e, n), v = max
Sv∈MP

(value(e, Sv))
}

(3.46)

where the min and max functions use the expression tuple’s value part as their objective
function.

The forall statement itself can be defined in terms of these two sets (R1, R2):

S′ =
⋃

{addS(n, Value (v, t)) : ∀(n, (v, t)) ∈ R1 ∪ R2} (3.47)

This transformed symbol space is the result of the semantic forall function.
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Chapter 4

Implementation

In this chapter we’ll go through the Haskell modules I have implemented as part of the
OFL compiler. For each module I’ll only give an overview of its contents and the used
libraries, presenting some code examples where it is necessary.

I’ll use a literate programming style for the compiler. This means that the code files can
be converted to valid LATEX documents containing not only the source code but detailed
explanation of it as well. The concept of literate programming was introduced by D.
Knuth [Knu]. The concept is that instead of concentrating on the task by instructing the
computer what to do, we rather concentrate on explaining to human beings what we want
the computer to do. This practice improves the readability of the implementation and
nicely suits this thesis. Parts of the literate source are only included in the appendix, as
they are too verbose to be included in this chapter. My job was made easier by the fact
that the Haskell compiler supports the literate programming style directly. For producing
good-looking LATEX output we are using the lhs2TeX tool which formats the Haskell code
inside literate programs [lhs].

4.1 Data model

Before implementing the parser or the code generator the first thing to define is the data
model, which is the syntax tree of the language. The OFLModel module is listed in section
F.3.3. This module is simply a collection of data type definitions, with a mix of algebraic
data types and record types. As an example we present the type of OFL statements:

data Statement = Assign Pattern Expression
| If Expression [Statement ] [Statement ]
| ForAll String Expression [ForAllStatement ]
| SetResult String Expression

deriving (Show , Eq)
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This is a very concise way of defining the syntactic elements of the language. In cases
where one element has several properties we prefer the record syntax, like in the case of
the function definition data type:

data Function = Fn {fnName :: String
, fnParams :: [ParamDef ]
, fnResult :: Type
, fnValue :: FunctionDefinition
}

deriving (Show , Eq)

To improve readability we also define some simple type synonyms, such as the FunctionDefinition
type that represents the body of a function:

type FunctionDefinition = [Statement ]

The body of the function is simply a list of statements.

The top level type of the syntax tree is ObjectFunctionDescription, which is simply a
list of blocks.

I’ve decided to use strings as operator names, not separate data constructors. This means
that the expression type does not have to define a data type constructor for each supported
operator type, it only has an unary and a binary operator constructor, parametrized with
the operator name:

data Expression = ConstInt Int
| ConstReal Double
| ConstBool Bool
| OpUnary Operator Expression
| OpBinary Operator Expression Expression
| ApplyFn String [Expression ]
| ComposedTuple [Expression ]

deriving (Show , Eq)

Where the operator type is simply a synonym of string:

type Operator = String

4.2 Lexer and parser

Now that we have our data model the next step is to build it up by parsing OFL source
codes. For this I have chosen the parsec monadic parser framework, which is a well doc-
umented industrial strength parsing library implemented in Haskell [Lei00, LM01]. It is
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also ported to O’Caml, Java, C#, Ruby, F#, Erlang, Alice ML, and Python. It is a parser
combinator library, which can parse context-sensitive, infinite look-ahead grammars. It
can be treated as an embedded DSL for implementing parsers.

Although parsec can use simple characters as its terminals, using a lexical scanner to
produce more complex tokens before parsing can greatly reduce the complexity of the
parser.

4.2.1 Lexer

It is not necessary and not efficient to implement a lexical scanner by hand. We’ll use
the tool called alex, which is a tool for generating lexical analyzers given in a special lexer
definition file, similar to lex or flex [Mar05, DJ03].

Because alex doesn’t support literate programming, an external tool must be used which
will produce alex input as well as LATEX code describing the lexer. The chosen tool for
this purpose is noweb, which is a simplified version of Knuth’s WEB programming tool
[Ram01].

The lexer module is called OFLTokens and it consists of five sections. The header contains
the module definitions and it also declares that we are using alex’s monad wrapper, which
is a set of functions available for implementing the lexer. The monad wrapper is the most
extensible and most complex one, but we need it to be able to handle indentation and
newlines correctly.

The second section defines the character classes that we can refer to in the token definitions.
As an example we can have a look at the digit, alpha and alnum classes:

$ digit = 0 − 9
$ alpha = [a − zA − Z ]
$ alnum = [$alpha $ digit ]

The third section defines the tokens by providing a pattern and a token value. The pattern
is based on regular expressions, and the value is produced by simple Haskell code. The
tokens also have a context in which they are active. For example, the following line:

↑ "Mapping" ":" {(mkToken $ λs → BlockName "Mapping") ‘andBegin‘ mappings }

means that when the “Mapping” string appears at the beginning of a line, followed by
“:” then a token BlockName "Mapping" is produced and simultaneously the context called
mappings is started.

The rules are processed in order, so the first two simply mean that whitespace and lines
starting with a hashmark character should be simply skipped. This is followed by the rules
for recognizing block names such as “Name:” or “DOF:”. The simple metadata blocks don’t

46



4.2. Lexer and parser 4. Implementation

have an own syntax, while more complex ones start their own context such as the mapping
block which was shown before.

The lexer defines the following contexts, listed in the same order as it appears in the lexer’s
definition:

• The dof context is used to recognize the Rotate and Translate keywords. These
words are only reserved inside the DOF block. This is the simplest example of this
concept, as it consists only of two lines:

< dof > "Rotate" {(mkToken $ λs → RotateDOF )}
< dof > "Translate" {(mkToken $ λs → TranslateDOF )}

The first column indicates the requested context. The rest contains the pattern for
the rule, and the action which is performed when the pattern is matched.

• The mappings context scans special tokens used only in the mapping definitions.
These tokens are the MappingDef, MappingFrom, MappingNativeNameStart
and MappingNativeNameEnd.

• The funhead context recognizes function keyword and parameter list boundaries and
comma as separator for parameter definitions. The context ends with the closing
parenthesis, and immediately switched to the next context.

• The next context is funtype, and it shares many common rules with the mappings
and the funbody contexts. Basically the only special syntax it supports is the tuple
syntax, which is naturally allowed in type definitions. The context is switched to
funbody when it scans an equals character.

• The funbody context is the one that produces the most tokens, as it supports all the
different keywords used in statements and also generates tokens for the supported
operators. Beside the operators represented by special symbols it also supports the
“textual” operators, enclosed in ` characters, represented by the OpCustom token.

• The optimize context is responsible for scanning the header of the optimize block.
It also leads to the funbody context.

• The result context is very similar except that a result block’s header has a more
complex syntax. It leads to the funbody context as well.

Every non-skipped but not special word is returned as an Str token, representing a simple
string. In a function’s body this usually represents a symbol. For textual metadata items
they are just the string’s words one by one.

The fourth part defines the token type, which is a simple Haskell data type. It has NewLine
and Indent Int type constructors which are not used in the token definitions. These tokens
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are produced by lower level lexical scanning code defined in the last section of the module,
and are used in the parser to detect boundaries.

At the end of the module the lexical analyzer function is defined, which is based on alex’s
monadic wrapper but extends it as it inserts indentation and newline tokens into the list
of tokens. The scanner function has the following type signature:

alexScanTokens :: String → [TokenType ]

This scans a simple string and returns the list of tokens.

A more detailed listing of the lexer module can be found in section F.3.1.

4.2.2 Parser

The parser module is called Parser and uses the lexer’s output as its input. As the lexer
produces a list of TokenType values, we can define our parser based on parsec’s generic
parser type:

type OflParser a = GenParser TokenType () a

The parser definitions are monadic and based on combinator functions with an obvious
meaning. The parsers are hierarchical. For example the top level parser for OFL functions
can be defined as the following:

ofd = (skipMany newline) >> (many1 block)

The above definition means that an objective function definition consists of at least one
block, and at the beginning the newlines are ignored. Similarly, a block is simply defined
by giving the possible block types:

block = do bl ← name | author | version | description |
dofs | mappings | functions | optimize | result

skipMany newline
return bl

At lower levels the parser functions must return concrete values of type defined in the
OFLModel module. This means that the ofd parser itself will directly produce the syntax
tree of the parsed OFD file.

As an example for low level parser functions, the following function only accepts the Str
token, returning the string value held in it:

str :: OflParser String
str = oflToken (λtok → case tok of

Str s → Just s
→ Nothing)
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Sometimes not only the token type is restricted to the string token, but the string value
is also specified. For this we define the str’ function, that only accepts string tokens with
the given value:

str ′ :: String → OflParser String
str ′ s = oflToken (λtok → case tok of

Str s ′ | s ≡ s ′ → Just s
→ Nothing)

Although it is usually not necessary, it returns the string value when it passes.

A non-trivial detail is how the indentation is handled, since in OFL it is not only whitespace
but has special meaning, like in Haskell and Python. As we’ve already seen, indentation
tokens are inserted to the token stream during the lexical analysis. These tokens hold the
indentation level as a parameter. When parsing a block of statements, the block ends when
the indentation level decreases. Lines with the same indentation level are considered as
one logical block, such as one branch of the conditional statement. This is expressed in
the statements parser:

statements = indenteditems statement

Here the indenteditems parser combinator repeats the given parser until its indentation
is the same as the first line’s. This means that this parser must be applied when the next
meaningful token to parse is an indentation token, otherwise it only parses one item. The
function is defined as:

indenteditems stm = do { skipMany newline
; do i ← indentation

fst ← stm
stms ← many $ itemAt i
return (fst : stms)

| do s ← stm
return [s ]

}
where

itemAt i = requiredIndentation i >> stm

Here the newline parser accepts the newline token, the indentation parser accepts any in-
dentation token and returns the indentation level, and the requiredIndentation i parser
only accepts the indentation token if its level matches the level i.

Parsing expressions is also interesting, as it requires the correct handling of left/right
association, operator priorities and the distinction between unary and binary operators.
This is implemented with the help of parsec’s buildExpressionParser function:

expression :: OflParser Expression
expression = buildExpressionParser optable term
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For this function we have to define an operator table and a term parser. The operator table
specifies the priorities and association rules of binary (infix) and unary (prefix or postfix)
operators. The following table defines three different priority levels:

optable = [ [prefix OpMinus (OpUnary "-")]
, [binary OpPower (OpBinary "^") AssocLeft ]
, [binary OpMultiply (OpBinary "*") AssocLeft ,

binary OpDivide (OpBinary "/") AssocLeft ,
binary (OpCustom "cross") (OpBinary "cross") AssocLeft ,
binary (OpCustom "dot") (OpBinary "dot") AssocLeft ]

, [binary OpPlus (OpBinary "+") AssocLeft ,
binary OpMinus (OpBinary "-") AssocLeft ]

, [binary OpEqEq (OpBinary "==") AssocLeft ,
binary OpGreater (OpBinary ">") AssocLeft ,
binary OpLess (OpBinary "<") AssocLeft ,
binary OpGeq (OpBinary ">=") AssocLeft ,
binary OpLeq (OpBinary "<=") AssocLeft ]

]

OFL currently has only one prefix operator, and several binary ones, all with left associa-
tion. In the second column the tokens are specified which uniquely represent the operator.
The next column contains the appropriate syntax tree node’s data constructor. Applying
two expressions to for example OpBinary "*" is a valid Expression value.

The term parser and some more details of the parser’s code are given in the section F.3.2.

4.3 Pretty printer

The next module to implement is a pretty printer for writing out objective function defi-
nitions in OFL from the parsed syntax tree. Although this is not mandatory for a working
compiler, implementing it has two important advantages. First, a pretty printing library
will be necessary to write out generated code in the target language as well. For this
reason, implementing a simple pretty printer for the source language can be treated as a
pilot project for evaluating a pretty printer library. The second reason is that it makes
testing the parser easier. Comparing the original source code and the parsed and pretty
printed output code is much easier than inspecting the tree directly.

I’ve chosen the pretty printer library called pretty, originally described by P. Hughes
[Hug95]. The module itself is called OFLPrint and it defines a type class OflPrettyPrint a,
which contains a pretty printer function for the type a:

class OflPrettyPrint a where
ppOfl :: a → Doc
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Now the only thing we have to do is to define every data type defined in the OFLModel
module to be instance of this type class. Using the pretty printer library turned out
to be very straightforward. Basically we have to use the <> (⊙) operator for horizontal
composition, and $$ for vertical composition. There are also functions to do nesting, or
put a block between two other, etc.

A simple example is how we process the name block :

ppOfl (Name name) = text "Name:" ⊕ text name

The <+> (⊕) operator is horizontal composition and also puts a whitespace between the
two blocks when necessary.

A more complex example generates the OFL code for a mapping :

instance OflPrettyPrint Mapping where
ppOfl mp = (text $ oflName mp) ⊙ colon ⊕ (ppOfl $ oflType mp) ⊕

(text "from") ⊕ (ppOfl $ oflMappingType mp) ⊙
parens (text $ oflTargetName mp)

and using this definition, printing the whole mapping block is simple as well:

ppOfl (Mappings mapping) = hang (text "Mapping:") tabWidth
(vcat $ map ppOfl mapping)

In the above definition vcat is a vertical concatenation of pretty printer documents, gen-
erated by mapping the ppOfl function to the list of OFL mappings.

The library proved to be powerful enough to serve as the low level text generator framework
of the code generator which we want to implement.

4.4 Interpreter

The denotational semantics defined in section 3.5 can be directly transformed into Haskell
code to get an interpreter for the language. Although creating an interpreter was not a
goal, it has some advantages. First of all we’ll be able to verify the design of the language
by “executing” its semantics. The symbol space and the interpreter itself will be useful for
implementing code generators, as the two tasks have some similarities.

The symbol space is defined as a list of symbol maps, used as a stack:

type SymbolSpace = [SymbolMap ]

For the symbol map we use the Haskell Map library to map names to symbols:

type SymbolMap = Map.Map Name Symbol

Finally, a Symbol is defined as:
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data Symbol = Mapped Type String MapperType
| Unbound Type
| Fun [ParamDef ] Type SymbolSpace FunctionDefinition
| Internal [Type ] Type InternalFunction
| Value (PrimitiveValue, Type)

deriving (Eq , Show)

A symbol can be:

• A mapped symbol, when we know its type, and its name and type in the target
framework,

• An unbound symbol, when we only know its type

• A function, where the function’s definition, the symbol space’s state at the time the
function was defined and the function’s body are known

• An internal function, where the parameters’ types, the function’s result type and an
internal Haskell function is available. Code generators must implement the internal
functions which are defined in the OFLFunctions module.

• A primitive value, where the type and the value are both known

The operations defined in the semantics over the symbol space are easy to transfer to
Haskell code. As these functions will be used in other modules as well and are an essential
part of the compiler they are included here, as they appear within the documentation
written in literate programming style.

First of all, push s is a symbol space where an empty symbol map is added to the top of
the s stack:

push :: SymbolSpace → SymbolSpace
push s = (Map.empty) : s

Next, add s n v is a symbol space where the top level map of s is extended with the
name-symbol pair (n, v):

add :: SymbolSpace → Name → Symbol → SymbolSpace
add (t : s) n v = (Map.insert n v t) : s

We also define add’, which has a different order of parameters, because it will reduce the
complexity of some higher level functions in the interpreter:

add ′ :: Name → Symbol → SymbolSpace → SymbolSpace
add ′ n v s = add s n v

The code for S[n], which we’ll call sym s n in Haskell is also very important:
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sym :: SymbolSpace → Name → Maybe Symbol
sym (t : s) n = case (Map.lookup n t) of

Nothing → sym s n
v → v

sym [ ] n = Nothing

It looks up the symbol in each of the symbol map in the stack until it finds a symbol with
the queried name. If it doesn’t find it, it returns Nothing.

The union of two symbol spaces is a new symbol space where the top level maps are united
to a single map. The two symbol spaces must be totally independent, with no colliding
symbol names, and they must only differ in the top level symbol map:

union :: SymbolSpace → SymbolSpace → SymbolSpace
union (t1 : s1 ) (t2 : s2 ) | s1 ≡ s2 = (Map.unionWith unionGuard t1 t2 ) : s1

| s1 6≡ s2 = error $ (show s1 ) ++ " IS NOT " ++ (show s2 )
where

unionGuard a b | a 6≡ b = error ("Colliding symbols")
| otherwise = a

The unbound symbols can be replaced using the bind function, which simply replaces the
symbols given by function parameter definitions with primitive values, thus replacing their
Unbound symbol to a Value.

bind :: SymbolSpace → [ParamDef ] → [PrimitiveValue ] → SymbolSpace
bind (m : s) p pe =

let m ′ = foldr (λ((n, t), v) mm → Map.insert n (Value (v , t)) mm)
m (zip p pe)

in m ′ : s

The top level symbol map of a symbol space s is top s:

top :: SymbolSpace → SymbolMap
top (t : s) = t

Finally, we have two intersection functions working on symbol maps. The difference be-
tween them is which input map provides the output’s values:

isectL l r = Map.intersection l r
isectR l r = Map.intersection r l

The reduction rules can be expressed in a similar way that we used in the semantics
definition. For example, the single-variable assignment, which we’ve defined as:

stms((n = e) : C ′, S, r),
C ′ 6= ∅, S[n] = ∅

stms(C ′, addS(n, Value expr(e, S)), r)
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is implemented by the following function:

stms ((Assign (SingleVar n) e) : c′) s r | c′ 6≡ [ ] ∧ isNothing (sym s n) =
stms c′ (add s n (Value (expr e s))) r

| c′ ≡ [ ] =
error "Cannot end with assignment"

| isJust (sym s n) =
error ("Cannot override symbol " ++ n)

In both notations we are using pattern matching on the parameters, the difference is that
in the semantics definition we’ve used a pattern which is close to the defined language’s
syntax, but in the Haskell code we’ve matched the syntax tree’s data types. The additional
conditions of the rule are defined by pattern guards. The value of the function has almost
the same notation as the denotation part of the semantics definition.

The interpretation is done in two passes. First the OFD file is parsed and the interpreter
goes through all the top level definitions. This creates a final symbol space which contains
all the functions defined in the file. The functions’ bodies must be interpreted when the
function is applied, because until that point the function’s parameters are unbound. For
this reason the symbol space stores a “cloned” symbol space for each defined function
which contains all the global symbols defined to the point where the function itself was
defined, and in its top-level symbol map it has its parameters defined as unbound symbols.
Function application means that these unbound symbols are replaced with concrete values
and the function’s body is evaluated. This function-evaluation is the second pass of the
interpretation.

4.4.1 Initial symbol space

The initial symbol space is not empty. It consists of two set of symbols:

• Internal symbols are functions and constants which cannot be defined in the language
and are implemented internally in the interpreter. These functions also have to be
treated specially in the code generator.

• Predefined symbols are simple OFL functions defined in predefined.ofd, listed in
section F.2.

The initial symbol space is defined in the OFLFunctions module in the following way:

First, we define the internal symbols as a symbol space:

internals :: SymbolSpace
internals = foldr (λ(k , v) s → add s k v)

(push [ ])
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[("infty", Value (RealValue (1.0 / 0.0), OFLReal)),
("sqrt", funSqrt),
("_x_", funX ),
("_y_", funY ),
("_z_", funZ ),
("vec", funVec)]

The first one is the ∞ value, second is a square root function, the next three are vector
coordinate accessor functions and finally the vec function is the vector constructor function.

Using this initial symbol space we parse the predefined function definitions:

predefined = do ( , , s1 , ) ← interpretFile "predefined.ofd" internals
return s1

This result symbol space will contain both the internal symbols and the predefined symbols,
so this is what we’d call a default symbol space:

defaultSymbolSpace = predefined

4.5 C++ code generator

For implementing the code generator we will reuse some of the interpreter’s code. The code
generator does a first pass interpretation on the objective function definition, and then goes
through the symbol space in a similar way as the interpreter does and generates C++ code
using the pretty printer library. Although this is similar to the interpreter it is still not the
same, as the code generator only requires the type of expressions and parameters, while
the interpreter also tracks their value. Because of this the code generator can work with
unbound symbol space items, where only the type is known.

The C++ code generator is implemented in module CppTarget. The detailed listing of
some of the functions can be found in section F.3.4.

Another important difference between the interpreter and the code generator is that we
are passing state across the code generator functions, while the interpreter functions were
simple, stateless functions. This state has four important values:

1. A counter, which is used to generate unique variable names for the target code.

2. A set of already declared variables, implemented using the set data type in the library
Data.Set. It will be used to store the names of already declared variables inside a
function body. This is necessary because for example in if-otherwise statements there
are symbols which must be visible outside the statement, so the variables in the C++
code representing these values must be declared outside the conditional statement.
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Normally we wouldn’t know that the parent statement was a conditional statement
and we have to use an already declared variable instead of creating a new one when
generating code for a simple assignment statement. This set of names passed within
the code generator’s state makes it possible to handle these cases.

3. A map of options, currently only used to pass the name of the base class to use in the
generated code. This is a string-string map to get extensibility for passing options
to improved code generator implementations.

4. Finally there are a large number of hook functions stored in the state record, which
are the main extensibility points of the code generator. For each logical section, the
code is generated by applying these functions, which can be easily replaced one by
one when defining the initial state value. For example it is possible to replace only
the header comment generator function to fit into a company policy. This is how we
make it easy to adapt the compiler to different target frameworks.

In the current implementation the module also has default implementation for all the hook
functions, supporting the target framework which was described in chapter 2.

The state record is not used directly in the code. We are defining some helper functions to
improve readability of the code generator functions. One example is the uniqueId function
which returns a new, unique integer identifier while it also increases the counter state’s
value:

uniqueId :: State CodeGenState Int
uniqueId = do st ← get

let uid = cgsCounter st
let st ′ = st {cgsCounter = (uid + 1)}
put st ′

return uid

Another one checks if a C++ variable was already declared:

isAlreadyDeclared :: String → State CodeGenState Bool
isAlreadyDeclared name = do st ← get

return $ Set .member name (cgsAlreadyDeclared st)

There are also monadic wrapper functions for all the hook functions.

The main code generator function which uses the default, single threaded hook function
implementations is simple. It gets an already parsed objective function definition, the
target file’s name and the map of options as a parameter and writes out the generated
code to the given file name:

compileST ofd outputFile opts = do
defsym ← defaultSymbolSpace
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let ( , , s, m) = interpret ofd defsym
let outputCode = evalState (code s m) (initialState opts)
writeFile outputFile (render outputCode)

First it creates the default symbol space which we’ve already explained in section 4.4.1.
The next task is to run the interpreter on the syntax tree, and get the result symbol space
and metadata values. Using these two we can generate the code by evaluating the state
monad starting with an initial state that sets up the default hooks, etc. The result coming
from evalState is a pretty printer document, which must be rendered to a string to be
able to write out to the output file.

To demonstrate how the code generator works and how is it related to the interpreter I’ll
show here a few examples.

One of the simple but very important code generation step is translating the assignments
and handling the declaration of new variables in the target language. There are two
different assignment types, one is the generic assignment and another is used within forall
statements. For simple forall implementations the two can be implemented very similarly.
The following function covers half of the assignment cases for single threaded targets. The
other half is the tuple decomposition which is very similar and is not included here. It also
checks whether the required variable is already declared or not and handles it accordingly.
The symbol space is extended with unbound variables to support type inference while
parsing the syntax tree.

declareVar :: Pattern → Expression → SymbolSpace →
State CodeGenState (Doc, SymbolSpace)

declareVar (SingleVar n) e s =
do let var = n

(doc, t , extras) ← expression s e
alreadyDecl ← isAlreadyDeclared n
doc′ ← declareSingleVarHook (doc, t , extras) var alreadyDecl
let s ′ = add s n (Unbound t)
return (doc′, s ′)

The if statement is interesting because it is interpreted at compile time to get the set of
symbols that must be visible outside the statement. This behavior is specified in the deno-
tational semantics. The symbols that must be visible after the if statement are predefined
and added to the set of already declared identifiers, which guarantees that assignments
inside the if statement will not declare new variables but use these predefined instances.
As this is one of the largest functions in the code generator module I won’t include it here,
but it can be found in the appendix.

When generating code for expression nodes we return a triple where the first value is the
generated code that represents the expression node and can be part of an outer expression
directly. The second value is the type of the expression which is in fact a simple type
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inference functionality mixed in the code generator and is necessary to generate correct
code. The third value is the “extra” code necessary to compile the generated expression
code. This extra code will be added as a separate code region before the statement that
uses the expression. This can contain multiple lines of declaring C++ variables, etc.

For a simple case such as constant integer expression the extra code is empty:

expression :: SymbolSpace → Expression → State CodeGenState (Doc, Type, Doc)
expression s (ConstInt i) = return $ ((int i), OFLInt , empty)

To give an example where this extra code value is used I present the full code of the negation
operator’s code generator:

expression s (OpUnary "-" e) =
do (doc, t , ie) ← expression s e

case t of
OFLInt → return $ (parens ((text "-") ⊙ doc), t , ie)
OFLReal → return $ (parens ((text "-") ⊙ doc), t , ie)
OFLVector →

do uid ← uniqueId
let innerstr = "inner" ++ (show uid)
let extras = ie $$

text "const" ⊕ (cppType OFLVector) ⊕
text innerstr ⊕ equals ⊕ doc ⊙ semi

return $ (vecCons (text "-" ⊙ accessX innerstr)
(text "-" ⊙ accessY innerstr)
(text "-" ⊙ accessZ innerstr), t , extras)

→ error "Invalid operand type for unary -"

For vector values it appends a new line to the inner expression’s extra code, which defines
a temporary C++ variable for holding the inner expression’s value. Using this temporary
variable it is easy to define the expression’s code which uses this temporary variable and
negates the coordinates one by one. If we couldn’t put extra code before the expression
the inner value would have been computed three times instead of one.

Finally we have to handle the function application expression, which depends on the re-
ferred symbol’s type in the symbol space. For mapped symbols we simply call the ap-
propriate hook function which is always target dependent and one of the most important
parts of porting an OFD to a given optimization framework. Unbound values are treated
as simple variables in the target language, either given as function parameters or declared
by declareVar. The OFL functions are called directly using the function’s name and gen-
erating expression code for its parameters. The internal functions are generated by the
internalHook stored in the code generator state.

The generated code uses a C++ header file called OFL.h which contains some helper
classes which makes the code generation simpler. Most importantly it defines lightweight
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template classes representing tuples. Vectors are also implemented using these tuples in
the generated code. It also contains a wrapper class which is compatible with iterable
STL collections and converts the target framework’s PtVector data type to the tuple type
which represents OFL vectors in the generated code. It is important that this wrapper
doesn’t copy the input vector, only the iterator wraps its items one by one. The tuple
class and the wrapper are lightweight enough so probably the C++ compiler will be able
to optimize it such that they don’t introduce overhead.

4.6 Main module

The only remaining task is to put these modules together and create a compiler executable.
Our compiler’s main module parses command line arguments and calls the appropriate
parsing and code generator functions. For parsing arguments I’m using the parseargs
module [par]. Using this module the possible command line arguments can be defined in
a declarative way, and queried using simple IO functions. The module also provides a
summary of possible arguments if it is called without parameter:

oflc: usage: oflc [options] <ofd file>
[-t,--type <ofd | latex | cpp-st>] Target type
[--overrides <CObjectiveFunction>] Overrides
-o,--output <output file> Output file
<ofd file> Input ofd source file

missing required argument -o,--output <output file>

The input and output files are required, and optionally the code generator can also be
set, as well as the class name to override which will be passed to the code generator in its
options map.

The main module is very simple and its full source code is listed in section F.3.5.

4.7 Build management

The common way to build, create and install Haskell packages is the Cabal system [Jon05].
A package definition file was created for the compiler. This would automatically execute
the alex lexer generator, and with the help of cabal-install it is possible to automatically
fetch and compile the dependencies by simply executing

cabal install
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in the source code’s root directory.

Unfortunately Cabal doesn’t support noweb which was used for literate programming of
the alex source. The noweb file must be processed with the notangle tool before it can be
passed to alex or to the LATEX compiler to generate the documentation. This thesis itself is
also generated partly from the literate source code, which is also not the possible by using
only Cabal. The problem can be solved by creating two small makefiles which use Cabal
inside to compile the Haskell program.
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Chapter 5

Results, testing, future work

5.1 Testing the compiler

During development the interactive environment of GHC was used which allowed me to
test individual functions early, when the whole implementation was not yet ready. For
IO functions I’ve created and often modified a simple test file which only contained the
necessary lines for the currently developed and tested feature.

As the compiler became capable of generating code for the flatness example, the first step
in testing was to check whether it produced the same numerical result as the original
C++ implementation. For this purpose I was not using the optimization framework itself,
just evaluated both objective functions with random solution vectors and gathered the
maximum deviation between the two implementations.

I ran the test 5000 times with 100000 randomly generated points. The results proved to
be exactly the same for the two implementations.

For performance testing I’ve run the same tests but separately first with the generated
objective function, and then with the original C++ version. The results show that the
generated version’s performance is around the 95% of the original one. We can consider
this a success as there wasn’t any optimization effort done when implementing the single-
threaded C++ code generator.

5.2 Adequacy in the light of the original goals

In this section we will review the goals defined in section 3.1 and check how much the
implemented compiler satisfies them.

First of all our DSL should have a syntax close to the mathematical notation. The expres-
sion syntax of the OFL language meets this goal, the only exception may be the vector
operators (cross product and dot product) which are represented by text instead of math-
ematical symbols. The compiler could be easily extended to support unicode characters,
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so we could define more mathematical symbols as operators. The disadvantage would be
that typing these symbols is not straightforward. The statements also have a concise no-
tation, where the assignment operator is close to the mathematical equality as it means
that the left hand side symbol is equal to the right hand side expression at any time after
the assignment definition. The symbol’s value cannot be changed. Type inference also
helps to concentrate on the algorithm and not on the type system or language syntax. The
forall statement is declarative enough to be understandable for GD&T experts, not only
programmers.

The second goal was set to get good performance from the generated code. This, as we
have already seen, is achieved, as the code generated for the flatness example is almost as
quick as the original one, even so that there were no particular steps made to optimize the
generated code during the implementation of the code generator module.

The third goal to integrate well into a target optimization framework was completely
achieved. Our test program can compute the objective function’s value in exactly the
same way for both the generated and the original version. The optimization framework
itself calls them in the same way. The generated code also uses the target framework’s
types as inputs, specified in the mapping block of the objective function definition.

The second part of this goal was to keep the objective function definition as portable as
possible. This was done with some compromises. Each block in the OFL is completely
portable except for the mapping block. The mapping block contains target framework
dependent type names. This problem could be eliminated if the mapping block was placed
in a separate file. I’ve felt that this would be an overkill as changing the target framework
should be a very rare event and the only advantage that the separate mapping file would
mean is that only one algorithm file should be maintained when using multiple targets.

Finally we wanted to generate code that takes advantage of multi-core CPUs, or modern
GPUs for evaluating the objective function over a large number of points. This optimiza-
tion would be totally independent from the objective function’s definition, and performed
automatically at compile time. Although this goal was not achieved yet, it was taken into
consideration during both the design and the implementation phase. We will see more
details about this in the next section.

5.3 Future improvements

In this section we will first go through the already described modules and gather some
possible improvements for each. Following that we’ll see some larger scale possibilities
which are not tied to a single implementation module.
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5.3.1 Improving the data model

The data model itself can be easily extended with new language constructs, types, or even
metadata blocks. There are two areas that would have to be extended as soon as we want
to support more GD&T related objective functions:

Types Introducing a matrix type with correct mathematical semantics would be very
important for more complex objective functions. As we are working in 3D space, we have
to define matrices as 3D linear transformations.

Forall statements Currently the forall statement is very limited. The set of statements
available inside a forall block should be extended. Each of these new statements must be
automatically parallelizable as well. Here come some examples how it could be extended:

• A sum statement would be essential to implement least squares based objective func-
tions.

• Similarly, average could also be useful for some cases. Although it can be imple-
mented if sum is available, it would improve the code’s readability.

• The find minimal/maximal statements could have a variant where the minimized
value is not the same as the returned one. For example it should be easy to minimize
the point’s distance from a plane, and get the point itself as a result and not the
distance.

• Debugging statements should be added, which will be described later in this chapter.

5.3.2 Improving the lexer and the parser

The lexer and the parser currently have one important missing feature: correct error
reports. When the source file cannot be parsed the error message doesn’t have information
about the position of the error. To fix this the lexer must return correct line and column
numbers for each scanned token, and in the parser it must be used to provide position
information to the parsing framework.

Changes in the data model involve required changes in the parser as well, but these would
be simple extensions, with very similar code to the existing definitions.

The mapping block could be separated from the main objective function description at file
level, so the algorithm definition would be completely portable. This separation should be
done at the parser level, transparently for the other, higher level modules.
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5.3.3 Improving the pretty printer

The pretty printer itself is a very simple module. The only future work on it would be to
synchronize it with the data model’s improvements, as it must always support the whole
syntax tree.

5.3.4 Improving the interpreter

The interpreter is the implementation of the denotational semantics and as we have already
seen its purpose is to be able to test the semantics separately, without involving the target
framework. If the language is extended, the new constructs should be first defined in the
semantics documentation, and then added to the interpreter module as well.

Implementing support for other target frameworks or languages has no effects on the
interpreter, so it could remain a stable base module for the compiler for a long time.

5.3.5 Improving the code generator

The C++ code generator currently has a default implementation for its hooks which are
specific to the target framework used as an example in this thesis. This implementation
should be separated from the code generator module and further separated to general
purpose default C++ implementations, and target specific code such as the implementation
of the mapping. The C++ code generator should have parameters for getting the hooks
from outside the module and they should be easily composable from default and target-
specific sets of functions.

The code generator module itself should be inspected carefully, to be able to find and
extract patterns usable for other target languages as well. These extracted parts could
serve as a basis for other code generator modules.

5.3.6 Larger scale improvements

LATEX code generator The LATEX code generator’s purpose is to generate an even
more human-readable representation of an objective function description than the domain
specific code. Implementing this code generator would be straightforward using the already
implemented modules.

The abstract syntax tree which is the output of the parser would be probably enough if
the LATEX document doesn’t need type information for the expression nodes. In this case
this module would be very similar to the OFL pretty printer module, consisting of simple
functions which map syntax tree nodes to pretty printer documents.

An advanced version could use type information as well, for example to display names
identifying a vector or matrix with a different font or style. In this case the code generator
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would be based on the interpreter’s symbol space manipulations, similarly to the C++
code generator. It is possible that common patterns can be extracted from the C++ code
generator and/or the interpreter so the necessary work for implementing this kind of LATEX
code generator would be less.

Parallelization Extending the compiler to support automatic parallelization for multi-
core CPUs would not be a complex task on the compiler side. Different code generator
functions must be implemented and passed to the appropriate hook field of the code gener-
ator’s state record. The generated code would split the input list to equal parts, then pass
them to worker threads together with a generated function, which would be very similar to
the single-threaded implementation’s generated code and would produce a tuple contain-
ing the partial results when it is finished on the worker thread. The generated code would
invoke all the sublist evaluation and then wait for the results to be passed back. Finally
it would combine the results in the appropriate way. This needs separate code generation
for each forall statement.

The other part of this requires some work in the target language, as the threading im-
plementation and the synchronization on which the generated code will be built must be
implemented in the framework. The threading should use some kind of thread pools as
the objective functions will be called by the optimization framework very frequently, and
the cost of creating and destroying threads is usually high in native environments. For the
communication between the main thread and these working threads I would create and
use a simple message passing concurrency library [VRH04].

Debugging statements Adding a few debugging statements would be very useful for
developing and testing objective functions. The code generators would generate code for
these only when necessary, depending on the given compiler options.

A simple logging statement would write a line to a simple text file. It has to support all
the valid OFL types, and a format string. As the language has no string type and it is not
necessary either, the format string would be treated specially when parsing and processing
this statement.

Experience shows that it is often very useful to see points, directions and other entities
graphically when trying to figure out what the problem is with the computation. For this
purpose a simple but powerful solution is to generate DXF files on the fly. DXF files are
text files, and simple geometric entities such as point, line and circle are represented with
a lightweight syntax which is easy to generate [dxf]. A set of DXF generator statements
should be added to the language, similarly to the logging statement, for simple geometries
based on OFL values.

These debugging statements must not have any other side effects than appending text to
the appropriate output streams. Turning on or off the debugging support must not change
the objective function’s results. This can be easily enforced at the language level.
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Conclusion

After examining the various advantages and disadvantages of domain specific languages I
have chosen the problem domain of geometric dimensioning and tolerancing, where one of
the typical tasks is numerical optimization. The objective functions to optimize are usually
implemented in low-level languages for performance reasons. I have collected a set of ideas
on how the objective function definitions could be made more concise and unambiguous
while preserving the good performance and even making it possible to utilize advanced
hardware such as multi-core CPUs or GPUs.

The chosen technique was to create a new, separate domain specific language and a compiler
for it. The language design started by taking a specific example and intuitively translating
it to a preferred syntax. This syntax was then formalized using BNF. In the next design
step I have defined the denotational semantics of the language.

The implementation was done using the Haskell language and several Haskell libraries and
tools, which turned out to be an appropriate and effective environment for creating domain
specific languages.

Finally I compared the compiled code to the original one and the achievements to the
original goals. Every point was satisfied except the automatic parallelization, which can
be easily added to the system in the future.

66



Acknowledgements

I would like to thank for all the help and advice I got from Gergely Patai; to Péter Hanák
for introducing me to the world of functional languages and Haskell particularly; to the
KOTEM team for explaining me the concepts of GD&T and how these algorithms are
usually implemented.

67



Appendix

F.1 Syntax of OFL

The following is the OFL’s syntax in BNF. For the sake of simplicity the indentation and
newline tokens are not indicated. The syntax of expressions is also not included here, as
they are simple prefix and infix operators which are well defined in the semantics definition.

〈ofd〉→〈block〉|〈block〉 〈ofd〉
〈block〉→〈name〉|〈author〉|〈version〉|〈description〉|
〈dofs〉|〈mappings〉|〈functions〉|〈optimize〉|〈result〉
〈name〉→Name: 〈text〉
〈author〉→Author: 〈text〉
〈version〉→Version: 〈text〉
〈description〉→Description: 〈text〉
〈dofs〉→DOF: 〈dof〉
〈dof〉→〈dofkeyword〉|〈dofkeyword〉 〈dof〉
〈dofkeyword〉→Rotate|Translate
〈mappings〉→Mapping: 〈mappingitems〉
〈mappingitems〉→〈mapping〉|〈mapping〉 〈mappingitems〉
〈mapping〉→〈variable〉 : 〈ofltype〉 from 〈mappingtype〉
( 〈variable〉 )
〈mappingtype〉→CPoint|CVector|CUnitVector|PtVector
〈ofltypes〉→〈ofltype〉|〈ofltype〉 , 〈ofltypes〉
〈ofltype〉→〈simpletype〉|< 〈ofltypes〉 >|〈ofltype〉 list
〈functions〉→Functions: 〈functiondefs〉
〈functiondefs〉→〈function〉|〈function〉 〈functiondefs〉
〈function〉→fun 〈variable〉 ( 〈paramdefs〉 ) : 〈ofltype〉 = 〈statements〉
〈paramdefs〉→〈paramdef〉|〈paramdef〉 , 〈paramdefs〉
〈paramdef〉→〈variable〉 : 〈ofltype〉
〈statements〉→〈statement〉|〈statement〉 〈statements〉
〈statement〉→〈ifotherwise〉|〈forall〉|〈assignment〉|〈setresult〉
〈setresult〉→〈variable〉 := 〈expression〉
〈assignment〉→〈pattern〉 = 〈expression〉
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〈pattern〉→〈variable〉|〈decomposedtuple〉
〈decomposedtuple〉→< 〈variables〉 >
〈ifotherwise〉→ if 〈expression〉 〈statements〉 otherwise 〈statements〉
〈forall〉→ forall 〈variable〉 in 〈expression〉 〈forallstatements〉
〈forallstatements〉→〈forallstatement〉|〈forallstatement〉 〈forallstatements〉
〈forallstatement〉=〈let〉|〈findmin〉|〈findmax〉
〈let〉→let 〈pattern〉 = 〈expression〉
〈findmin〉→find minimal 〈expression〉 -> 〈variable〉
〈findmax〉→find maximal 〈expression〉 -> 〈variable〉
〈variables〉→ 〈variable〉|〈variable〉 , 〈variables〉
〈variable〉→ 〈varchar〉|〈varchar〉 〈variable〉
〈varchar〉→ 〈alphabetic〉|〈numeric〉|_

F.2 Predefined OFL functions

# Predefined functions of Objective Function Language

Functions:
fun length(V: vector) : real =

result := sqrt(_x_(V) ^ 2 + _y_(V) ^ 2 + _z_(V) ^ 2)

fun normalize(D: vector) : vector =
result := D / length(D)

fun valid(V: vector) : boolean =
valid := length(V) > 0.0

fun plane(Pos: vector, Normal: vector) : {vector, vector} =
plane := {Pos, Normal}

F.3 Modules (extract)

F.3.1 Lexer

Structure of the file

This module contains the lexer, and it’s preprocessed by the alex program.
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Token rules

Next task is to define the tokens. This will be done by defining a pattern with regular
expressions, and then the rule.

The first two rules define that we’ll skip whitespace, and everything following a hashmark.
This means that the comments in an OFL file are skipped by the lexer:

tokens : −
$ white + {skip }
"#" .∗ {skip }

The next four rules will create simple BlockName tokens, and they reset the state to 0.
They must be at the beginning of a line, and are ended with a colon.

↑ "Name" ":" {(mkToken $ λs → BlockName "Name") ‘andBegin‘ 0}
↑ "Author" ":" {(mkToken $ λs → BlockName "Author") ‘andBegin‘ 0}
↑ "Version" ":" {(mkToken $ λs → BlockName "Version") ‘andBegin‘ 0}
↑ "Description" ":" {(mkToken $ λs → BlockName "Description") ‘andBegin‘ 0}

The DOF block’s start creates a BlockName token in a similar way, but after that the
lexer moves to the dof state. We define two rules which are only applied in the dof state,
and these will be transformed to the RotateDOF and TranslateDOF tokens:

↑ "DOF" ":" {(mkToken $ λs → BlockName "DOF") ‘andBegin‘ dof }
< dof > "Rotate" {(mkToken $ λs → RotateDOF )}
< dof > "Translate" {(mkToken $ λs → TranslateDOF )}

The last three block types moves to three different lexer states, and creates the usual
BlockName tokens:

↑ "Functions" ":" {(mkToken $ λs → BlockName "Functions") ‘andBegin‘ funhead }
↑ "Optimize" {(mkToken $ λs → BlockName "Optimize") ‘andBegin‘ optimize }
↑ "Result" {(mkToken $ λs → BlockName "Result") ‘andBegin‘ result }
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The next few tokens are only used in function definitions, and most of them are only
used in the header of function definitions. The FunctionDef token also resets the lexer to
the funhead state, which is followed by moving to the funtype state after the end of the
parameter list:

< funhead , funbody > "fun" {(mkToken $ λs → FunctionDef )
‘andBegin‘ funhead }

< funhead > "(" {(mkToken $ λs → FunctionDefParamsStart)}
< funhead > "," {(mkToken $ λs → FunctionDefSeparator)}
< funhead , funtype > ":" {(mkToken $ λs → FunctionDefTypeSeparator)}
< funhead > ")" {(mkToken $ λs → FunctionDefParamsEnd)

‘andBegin‘ funtype }

For parsing types in the mappings block and in function definitions we define the following
three tokens, along with a more restrictive Str token rule which is only used in the funtype
state:

< mappings, funtype > "," {(mkToken $ λs → TypeDefSeparator)}
< mappings, funtype, funbody > "{" λ{(mkToken $ λs → TupleStart)}
< mappings, funtype, funbody > "}" {(mkToken $ λs → TupleEnd)λ}

The function type state ends with the = character, and the lexer moves to the funbody
state:

< funtype > "=" {(mkToken $ λs → FunctionBodyStart) ‘andBegin‘ funbody }

Token type

We define the token type as the following:

{

data Token = TK Int Int TokenType deriving (Show , Eq)

data TokenType = BlockName String
| RotateDOF
| TranslateDOF
| MappingDef
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...

The following function is used in the token rules to create the token values in a readable
way:

mkToken :: ([Char ] → TokenType) → (AlexPosn, Char , [Char ])
→ Int → Alex Token

mkToken cfn ((AlexPn l c), , str) len =
return $ TK l c $ cfn (take len str)
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Implementation

The next few functions implement the lexer using the underlying modules of alex. The
exported function is the alexScanTokens which converts a string to a list of tokens. I don’t
present these functions here as they are considred low level implementation detail.

Finally we define the lexf function which can be used for debugging purposes. It reads a
file and prints the list of tokens:

lexf :: FilePath → IO ()
lexf path = do file ← readFile path

let toks = alexScanTokens file
putStrLn (show toks)

}

F.3.2 Parser

Basic definitions

The parser uses the tokens defined in our lexer:

type OflParser a = GenParser TokenType () a

Strings The Str token contains general purpose string blocks of the source code, word
by word. It is essential to simplify the parsing of these elements. For this purpose we
first define str and manyStr, which parses a single string token or a series of string tokens,
returning the contained string value:

str :: OflParser String
str = oflToken (λtok → case tok of

Str s → Just s
→ Nothing)

manyStr :: OflParser String
manyStr = do strs ← many str

return $ unwords strs

Similarly, the many1Str parses a series of string tokens but fails if there aren’t at least one
token:

many1Str :: OflParser String
many1Str = do strs ← many1 str

return $ unwords strs
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Because new-line and indentation are also represented as tokens, the above parsers cannot
parse multi-line texts. The following parser solves this problem:

many1StrOrNl :: OflParser String
many1StrOrNl = do strs ← many1 (oflToken (λtok → case tok of

Str s → Just s
NewLine → Just ""
Indent → Just ""

→ Nothing))
return $ unwords (filter (((<) 0) ◦ length) strs)

It accepts three different token types, representing the new-line and indentation tokens as
empty strings. Finally, when combining the words to the result string the empty strings
are filtered out.

Sometimes not only the token type is restricted to the string token, but the string value
is also specified. For this we define the str’ function, that only accepts string tokens with
the given value:

str ′ :: String → OflParser String
str ′ s = oflToken (λtok → case tok of

Str s ′ | s ≡ s ′ → Just s
→ Nothing)

Although its usually not necessary, it returns the string value when it pass.

Numbers There are two tokens that represent numbers: the RealVal and IntVal tokens.
We can parse their string representation using the read function:

real :: OflParser Double
real = oflToken (λtok → case tok of

RealVal s → Just (read s)
→ Nothing)

int :: OflParser Int
int = oflToken (λtok → case tok of

IntVal s → Just (read s)
→ Nothing)

Indentation Similarly we define two parsers related to the indentation token. The first
one simply accepts any Indent token and returns the indentation level:

indentation :: OflParser Int
indentation = oflToken (λtok → case tok of
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Indent i → Just i
→ Nothing)

The second function only accepts indentations with a given level:

requiredIndentation :: Int → OflParser Int
requiredIndentation i = oflToken (λtok → case tok of

Indent ti | ti ≡ i → Just i
→ Nothing)

Block parsing

Utilities The top-level entity of our syntax is the block. For parsing blocks we first
define some utility functions. The first one is a simple wrapper above oflToken, accepting
a BlockName token with the given name:

blockheader :: String → OflParser String
blockheader name = oflToken (λtok → case tok of

BlockName n | n ≡ name → Just name
→ Nothing)

A simple text block is a block name followed by a single line text. The following function
parses simple text blocks, where name is the required block name and c is a constructor
function, that maps the parsed text to a block value:

simpleTextBlock :: String → (String → Block) → OflParser Block
simpleTextBlock name c = do blockheader name

str ← many1Str
return $ c str

Similarly, for multi-line text blocks, where the block’s contents are just a simple text, we
define the following parser function:

multiLineTextBlock :: String → (String → Block) → OflParser Block
multiLineTextBlock name c = do blockheader name

str ← many1StrOrNl
return $ c str

Block Now that we have the necessary utility functions, we can start defining how to
parse the blocks of an OFL file.

A block is parsed with the following function:
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block :: OflParser Block
block = do bl ← name | author | version | description |

dofs | mappings | functions | optimize | result
skipMany newline
return bl

Each block type will be defined separately in the following paragraphs. An objective
function description is simply a sequence of block definitions:

ofd :: OflParser ObjectFunctionDescription
ofd = (skipMany newline) >> (many1 block)

Types

For the parsing of the other block types we first have to define how to parse OFL type
definitions. Type definitions can be recursive, when containing list or tuple definitions.
The top-level type parser first parses a simple type:

ofltype :: OflParser Type
ofltype = do t ← simpleType

Then it detects list notation, and applies it recursively, or simply returns the parsed simple
type:

let loop lt = do str ′ "list"
lt ′ ← loop $ OFLList lt
return lt ′

| return lt
tt ← loop t
return tt

The simpleType parser also recurses to the ofltype parser when it parses tuples:

where
simpleType :: OflParser Type
simpleType = (str ′ "int" >> return OFLInt)

| (str ′ "real" >> return OFLReal)
| (str ′ "boolean" >> return OFLBoolean)
| (str ′ "vector" >> return OFLVector)
| do simpleToken TupleStart

ts ← sepBy1 ofltype (simpleToken TypeDefSeparator)
simpleToken TupleEnd
return $ OFLTuple ts

This parser can handle all sort of recursions in type definitions that can be expressed with
a combination of simple types, lists and tuples.
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Function block

The Function block contains a sequence of function definitions:

functions :: OflParser Block
functions = do blockheader "Functions"

skipMany newline
funs ← many1 function
return $ Functions funs

If the function block is specified, it has to contain at least one function definition. The
function definitions are parsed as the following:

function :: OflParser Function
function = do indentation

simpleToken FunctionDef

after some indentation and the function definition token we get the function’s name and
its parameter definition:

fname ← str
fparams ← paramdefs

the function’s result type are between the type separator token and the function body start
token:

simpleToken FunctionDefTypeSeparator
fntype ← ofltype
simpleToken FunctionBodyStart
stms ← statements
return $ Fn {fnName = fname,

fnParams = fparams,
fnResult = fntype,
fnValue = stms

}

The parameters are between a FunctionDefParamsStart and FunctionDefParamsEnd to-
ken, separeted by FunctionDefSeparator tokens:

paramdefs :: OflParser [ParamDef ]
paramdefs = do simpleToken FunctionDefParamsStart

fparams ← sepBy1 paramdef (simpleToken FunctionDefSeparator)
simpleToken FunctionDefParamsEnd
return fparams

while the single parameter definitions are name-type pairs, separated by a dedicated token:
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paramdef :: OflParser ParamDef
paramdef = do name ← str

simpleToken FunctionDefTypeSeparator
typ ← ofltype
return (name, typ)

The parsing of statements will be defined later in this section.

Statements

To be able to parse statements we have to define an utility function called indenteditems :

indenteditems stm = do { skipMany newline
; do i ← indentation

fst ← stm
stms ← many $ itemAt i
return (fst : stms)

| do s ← stm
return [s ]

}
where

itemAt i = requiredIndentation i >> stm

This function wraps a parser and tries to parse a sequence where each item passes the given
parser (called stm). If the first token is an indentation, it only parses statements that have
the same indentation as the first one. The function’s body is parsed by the statements
parser:

statements :: OflParser [Statement ]
statements = indenteditems statement

where a statement is defined as:

statement :: OflParser Statement
statement = ifotherwise | forall | (try assignment) | setresult

In the next few paragraphs we’ll define how to parse each of these statement types.

Assignment Parsing the assignment is very similar to the result setter on high level:

assignment :: OflParser Statement
assignment = do p ← pattern

simpleToken OpEquals
e ← expression
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newline
return $ Assign p e

? "assignment"

The only difference is that the target is not a simple string but a pattern. This is so
because the syntax allows the decomposition of tuple values. The pattern therefore can be
a decomposed tuple or a single variable reference:

pattern :: OflParser Pattern
pattern = decomposedTuple | singleVar

where the singleVar is just a variable name:

singleVar :: OflParser Pattern
singleVar = do v ← str

return $ SingleVar v

and a decomposed tuple is a list of names separated by comma, between { and } characters:

decomposedTuple :: OflParser Pattern
decomposedTuple = do simpleToken TupleStart

vs ← sepBy1 str (simpleToken OpComma)
simpleToken TupleEnd
return $ DecomposedTuple vs

If . . . otherwise Parsing the conditional statement can be done with a combination of
simple tokens, expressions and sequences of statements. The end of the statement depends
on the indentation, as it was described at the beginning of this section. Both of the
execution paths must be defined. This makes the parser and the semantics easier.

ifotherwise :: OflParser Statement
ifotherwise = do simpleToken IfKeyword

cond ← expression
body ← statements
skipMany newline
indentation
simpleToken OtherwiseKeyword
otherbody ← statements
return $ If cond body otherbody

? "if/otherwise"

79



F.3. Modules (extract)

Expressions

The term parser is defined by the term function. It is either an expression between parens:

term = between (simpleToken ParenStart) (simpleToken ParenEnd) expression

or a tuple construction:

| between (simpleToken TupleStart) (simpleToken TupleEnd)
(do exps ← sepBy1 expression (simpleToken OpComma)

return $ ComposedTuple exps)

or it’s a number:

| do i ← int
return $ ConstInt i

| do r ← real
return $ ConstReal r

or function application:

| do {s ← str
; do simpleToken ParenStart

ps ← sepBy1 expression (simpleToken OpComma)
simpleToken ParenEnd
return $ ApplyFn s ps

or it is a simple expression, parsed from the string value s:

| do return $ exprFromString s
}

? "term"

using the following function:

exprFromString "true" = ConstBool True
exprFromString "false" = ConstBool False
exprFromString s = ApplyFn s [ ]

where the last definition creates a reference to a named value.

F.3.3 Model

This module defines the data model of the abstract syntax tree of OFL programs. An
objective function’s description, written in OFL consists of a list of blocks:

type ObjectFunctionDescription = [Block ]
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Blocks These top-level nodes of the syntax tree called blocks can hold metadata and
function definitions as well, as it was specified in the language’s syntax and semantics:

data Block = Name String
| Author String
| Version String
| Description String
| DOFs [DOF ]
| Mappings [Mapping ]
| Functions [Function ]
| Optimize ObjectFunction
| Result ResultFunction

deriving (Show , Eq)

Degree of freedom The type of one degree of freedom is either translation or rotation:

data DOF = Translate | Rotate deriving (Show , Eq)

Types We are supporting some basic types such as integer and real numbers, boolean
values and 3D vectors, and two constructed types namely lists which are an arbitrary
number of values with the same type, and tuples which have a well defined arity and each
tuple element has a well defined type:

data Type = OFLInt
| OFLReal
| OFLBoolean
| OFLVector
| OFLList Type
| OFLTuple [Type ]

deriving (Show , Eq)

Mappings As it was already specified, mappings make variables of the target environ-
ment accessible as OFL values. Each mapping is defined with a record, where the mapping
type is defined in a separate, target dependent module called OFLMapping.

data Mapping = Mapping {oflName :: String
, oflType :: Type
, oflMappingType :: MapperType
, oflTargetName :: String
}

deriving (Show , Eq)
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Statements Statements are the top level nodes of a function’s body.

data Statement = Assign Pattern Expression
| If Expression [Statement ] [Statement ]
| ForAll String Expression [ForAllStatement ]
| SetResult String Expression

deriving (Show , Eq)

Patterns Patterns are the target of assignments, and define new symbols. The simple
case is when the assignment’s target is a single variable, defined by the symbol name. In
the other case the assignment’s target is a decomposed tuple, with the same arity as the
value, and each of the symbols listed in the decomposed tuple will be defined one by one.
Nested tuple decomposition is not supported.

data Pattern = SingleVar String
| DecomposedTuple [String ]

deriving (Show , Eq)

Expressions An operator is defined as a simple string, which can reduce the complexity
of the parsing module in some places:

type Operator = String

An expression is a recursive type and one of the most important nodes of the abstract
syntax tree. An expression is either a constant value, the application of an unary or binary
operator, a function application or a tuple composition. Function application without
parameter can be seen as simple symbol value usage. The leaves of the expression tree are
always constant values or function applications without arguments.

data Expression = ConstInt Int
| ConstReal Double
| ConstBool Bool
| OpUnary Operator Expression
| OpBinary Operator Expression Expression
| ApplyFn String [Expression ]
| ComposedTuple [Expression ]

deriving (Show , Eq)

The most complex statement is ForAll, which has a separate set of inner statements itself:

data ForAllStatement = Let Pattern Expression
| FindMinimal Expression String
| FindMaximal Expression String

deriving (Show , Eq)
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Functions A function is defined by a record containing the function’s name, its param-
eters, its result type and the function’s body:

data Function = Fn {fnName :: String
, fnParams :: [ParamDef ]
, fnResult :: Type
, fnValue :: FunctionDefinition
}

deriving (Show , Eq)

We are using two special type of function definitions, the first one is the object function
itself. It is a more constrained node than a simple function, as it doesn’t have a name, all
the parameters are doubles and its result type is double as well:

data ObjectFunction = OFn {ofnParamNames :: [String ]
, ofnValue :: FunctionDefinition
}

deriving (Show , Eq)

The other special function type is the result function, which can have a name and result
type but it’s parameters are always doubles and their count is equal to the degree of
freedom:

data ResultFunction = RFn {rfnName :: String
, rfnParamNames :: [String ]
, rfnResult :: Type
, rfnValue :: FunctionDefinition
}

deriving (Show , Eq)

Function parameters are simply name-type pairs:

type ParamDef = (String , Type)

A function’s body is simply a list of statements:

type FunctionDefinition = [Statement ]

F.3.4 C++ target

This module is responsible for generating C++ code from a parsed OFL file. The code
generator has a similar structure as the interpreter, and uses it’s symbol space type and
functions to track the symbols through the program.
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The code generator uses the state monad which tracks some necessary state variables and
also stores a set of hook functions, which provide the necessary extensibility for addressing
multiple target frameworks and parallelization techniques.

In the current implementation there is a “default” implementation consists of a set of default
hook function implementations set up automatically, which generates single-threaded C++
code to a possible target framework.

The output itself is generated using a pretty printer library.

State

We’ll use the state monad with the following type:

data CodeGenState =
CGS {cgsCounter :: Int ,

cgsAlreadyDeclared :: Set .Set String ,
cgsOptions :: Map.Map String String ,
cgsHeaderHook :: Metadata → State CodeGenState Doc,
cgsIncludesHook :: State CodeGenState Doc,
cgsClassHeaderHook :: String → State CodeGenState Doc,
cgsDeclareSingleVarHook :: (Doc, Type, Doc) → String →

Bool → State CodeGenState Doc,
cgsDeclareTupleVarHook :: (Doc, Type, Doc) → [(String , Type)] →

String → State CodeGenState Doc,
cgsSetResultHook :: (Doc, Type, Doc) → String →

State CodeGenState Doc,
cgsIfHook :: IfArgs → State CodeGenState Doc,
cgsForAllHook :: Statement → (Doc, Type, Doc) →

SymbolSpace →
State CodeGenState (Doc, SymbolSpace),

cgsInfiniteHook :: State CodeGenState Doc,
cgsInternalHook :: String → Type → [(Doc, Type, Doc)] →

State CodeGenState (Doc, Type, Doc),
cgsMappedHook :: Symbol →

State CodeGenState (Doc, Type, Doc),
cgsDOFFnHook :: [DOF ] → State CodeGenState Doc,
cgsOptimizeHook :: Symbol → Doc → State CodeGenState Doc,
cgsResultHook :: (Name, Symbol) → Doc →

State CodeGenState Doc
}

The fields of this state record in order:

84



F.3. Modules (extract)

• The cgsCounter is used to generate unique IDs for identifiers in the generated code

• The cgsAlreadyDeclared is a set of identifiers which are “already declared” in the
target code. This makes it possible to define a variable in an outer scope and use in
a block without redefining it.

• The cgsOptions is a map of options got from the caller of the code generator.

• The other fields are hook functions which are extensibility points for the C++ code
generator. I believe that the code generator can be used to any C++ based opti-
mization framework by only changing these hooks.

The type IfArgs is used as a parameter of the if hook and is defined as:

data IfArgs = IF {ifExtraInit :: Doc,
ifPredefine :: Doc,
ifCondition :: Doc,
ifTrue :: Doc,
ifFalse :: Doc

}

The following functions are helper functions over the state monad to provide a convenient
way to access the fields of CodeGenState.

The uniqueId function generates an unique integer identifier which will be usually used
by appending it to an identifier:

uniqueId :: State CodeGenState Int
uniqueId = do st ← get

let uid = cgsCounter st
let st ′ = st {cgsCounter = (uid + 1)}
put st ′

return uid

We may need to reset the set of already declared identifiers:

resetAlreadyDeclared :: State CodeGenState ()
resetAlreadyDeclared = do st ← get

let st ′ = st {cgsAlreadyDeclared = Set .empty }
put st ′

This set can be extended with the following monadic function:

markAlreadyDeclared :: String → State CodeGenState ()
markAlreadyDeclared name = do st ← get

let set = cgsAlreadyDeclared st
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let set ′ = Set .insert name set
let st ′ = st {cgsAlreadyDeclared = set ′}
put st ′

And finally two functions to query the set of already declared identifiers and the options
map:

isAlreadyDeclared :: String → State CodeGenState Bool
isAlreadyDeclared name = do st ← get

return $ Set .member name (cgsAlreadyDeclared st)

getOption :: String → State CodeGenState (Maybe String)
getOption name = do st ← get

return $ Map.lookup name (cgsOptions st)

We also define monadic functions which simply call the hook functions stored in the state
variable. These all have the same structure, so here we only present the first one:

headerHook :: Metadata → State CodeGenState Doc
headerHook m = do st ← get

(cgsHeaderHook st) m

Code generator

The if statement is interesting because it is interpreted at compile time to get the set
of symbols that must be visible outside the statement. This behaviour is specified in
the denotational semantics. The symbols that must be visible after the if statement are
predefined and added to the set of already declared identifiers, which guarantees that
assignments inside the if statement will not declare new variables but use these predefined
instances.

statement (If ec ct cf ) s =
do (docc, tc, extrasc) ← expression s ec

(doct , st) ← statements ct (push s)
(docf , sf ) ← statements cf (push s)
case tc of

OFLBoolean → do let sc = (top st) ‘isectL‘ (top sf )
predefDoc ← predefine (Map.toList sc)
(doct2 , ) ← statements ct (push s)
(docf2 , ) ← statements cf (push s)
doc′ ← ifHook $ IF {ifExtraInit = extrasc,

ifPredefine = predefDoc,
ifCondition = docc,

86



F.3. Modules (extract)

ifTrue = doct2 ,
ifFalse = docf2 }

return (doc′, (Map.foldWithKey add ′ s sc))
→ error "Invalid conditional expression type"

where
predefine :: [(Name, Symbol)] → State CodeGenState Doc
predefine ((name, Unbound t) : l) =

do markAlreadyDeclared name
let doc0 = (cppType t) ⊕ (text name) ⊙ semi
doc1 ← predefine l
return (doc0 $$ doc1 )

predefine ( : l) = predefine l
predefine [ ] = return $ empty

The forall statement is the most important statement from the point of customization,
so it is simply forwarded to a hook function. This means that implementing any kind of
forall behaviour should be possible, but the hooked function must cover every element of
the forall statement’s own mini-DSL.

statement stmt@(ForAll p pp f ) s =
do (docpp, tpp, extrapp) ← expression s pp

case tpp of
OFLList tp → forallHook stmt (docpp, tpp, extrapp) s

→ error "Forall must have a list input"

The following function maps OFL types to target framework’s types. It uses some helper
classes which are defined in the file OFL.h and should be automatically included into every
generated C++ file.

cppType OFLInt = text "int"
cppType OFLReal = text "double"
cppType OFLBoolean = text "bool"
cppType OFLVector = text "_OFL_Tuple3<double, double, double>"
cppType (OFLList OFLVector) = text "PtVectorWrapper"
cppType (OFLList t) = text "_OFL_List" ⊙ (char ’<’) ⊙ (cppType t) ⊙ (text " >")
cppType (OFLTuple ts) = text "_OFL_Tuple" ⊙ (int (length ts)) ⊙

(char ’<’) ⊙
(hsep $ punctuate comma (map cppType ts)) ⊙
(text " >")

Default implementation

We must include the OFL.h file which contains some helper classes for handling tuples and
lists:
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defaultIncludes = textM "#include \"OFL.h\""

The default class header implementation uses the option "Overrides" to get the name of
the class which the generated class is inherited from:

defaultClassHeader name =
do override ← getOption "Overrides"

classDefHeaderM name [fromMaybe "CObjectiveFunction" override ]

We have to generate code for the internal OFL functions. For sqrt we use the standard
C++ library’s appropriate function:

defaultInternal :: String → Type → [(Doc, Type, Doc)]
→ State CodeGenState (Doc, Type, Doc)

defaultInternal "sqrt" OFLReal [(e1 , t1 , extra1 )] | t1 ≡ OFLReal =
return $ (text "sqrt(" ⊙ e1 ⊙ text ")", OFLReal , extra1 )

| otherwise =
return (text "ERROR",

OFLReal ,
extra1 $$ (commentedLine $ "Invalid argument type for sqrt: " ++

show e1 ++ " -> " ++ show t1 ))

Vector fields can be accessed using the tuple implementation’s getter methods, because we
use our C++ tuple class for storing vectors:

defaultInternal "_x_" OFLReal [p1 ] = vecAccessor "get1()" p1
defaultInternal "_y_" OFLReal [p1 ] = vecAccessor "get2()" p1
defaultInternal "_z_" OFLReal [p1 ] = vecAccessor "get3()" p1

Constructing vectors is done by generating a constructor call with three parameters:

defaultInternal "vec" OFLVector es =
do let ts = map (λ( , x , ) → x ) es

let extras = vcat $ map (λ( , , z ) → z ) es
return $ ((cppType OFLVector) ⊙

(parens (hsep (punctuate comma (map (λ(x , , ) → x ) es)))),
OFLVector , extras)

We defined a constant for infinite values in the support header file:

defaultInfinite = textM "INFINITE"

The following functions define the mapping between the target framework’s types and the
OFL types. In our sample target framework we have three different types for representing
vectors, and a collection class which we wrap into a list of vectors:
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defaultMapped (Mapped targetName CPoint) =
return (vecCons (text (targetName ++ ".X()"))

(text (targetName ++ ".Y()"))
(text (targetName ++ ".Z()")), OFLVector , empty)

defaultMapped (Mapped targetName CVector) =
return (vecCons (text (targetName ++ ".I()"))

(text (targetName ++ ".J()"))
(text (targetName ++ ".K()")), OFLVector , empty)

defaultMapped (Mapped targetName CUnitVector) =
return (vecCons (text (targetName ++ ".I()"))

(text (targetName ++ ".J()"))
(text (targetName ++ ".K()")), OFLVector , empty)

defaultMapped (Mapped t targetName PtVector) =
return (text "PtVectorWrapper" ⊙ parens (text targetName), t , empty)

F.3.5 Main module

This is the main module of the compiler.

module Main (main) where

import System.Console.ParseArgs
import Data.Maybe (fromJust)
import qualified Data.Map as Map

import Parser
import OFLModel
import OFLPrint
import CppTarget

The following data type defines the possible command-line arguments and their order:

data OFLArgs = Type | Overrides | Output | Input deriving (Eq , Show , Ord)

The command line arguments are parsed using the parseargs library:

main = do
args ← parseArgsIO ArgsComplete

[
Arg Type (Just ’t’) (Just "type")

(argDataDefaulted "ofd | latex | cpp-st" ArgtypeString "ofd")
"Target type",

Arg Overrides Nothing (Just "overrides")
(argDataDefaulted "CObjectiveFunction" ArgtypeString "overrides")
"Overrides",
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Arg Output (Just ’o’) (Just "output")
(argDataRequired "output file" ArgtypeString)
"Output file",

Arg Input Nothing Nothing
(argDataRequired "ofd file" ArgtypeString)
"Input ofd source file"

]
let ! inputFile = fromJust $ getArgString args Input

! outputFile = fromJust $ getArgString args Output
! outputType = fromJust $ getArgString args Type
! overrides = fromJust $ getArgString args Overrides

putStrLn $ "Compiling source file " ++ inputFile ++
" to " ++ outputFile ++ " using the target " ++ outputType

First we parse the input file, and in case of success we call the compile function, which
handles the different compilation targets.

result ← parseOfd inputFile
let opts = Map.fromList [("Overrides", overrides)]
case result of

Left error → do putStrLn "Failed to parse input file:"
print error

Right ofd → compile outputType ofd outputFile opts

The ofd target is so simple that we implement it here inlined to the compile function. We
simply pretty-print the parsed AST and write the result string to the output file:

compile "ofd" ofd outputFile =
writeFile outputFile $ unlines (map (show ◦ ppOfl) ofd)

The cpp-st target compiles the source to single threaded C++ code:

compile "cpp-st" ofd outputFile opts = CppTarget .compileST ofd outputFile opts

For illegal target types we print an error message:

compile t = putStrLn $ "Unsupported target type: " ++ t
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